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1 Introduction 

Personalized learning is instruction that tailors 
educational experiences in ways that meet 
individual students' needs. All students face 
educational objectives with different prior 
knowledge, skills, and an assortment of individual 
factors that affect performance on the material. 
Currently, intelligent tutoring systems (ITS) are a 
popular tool for personalizing learning using 
computers that adapt to individual students [1]. 
One way ITS's tailor learning experiences is by 
selecting the most appropriate problems for 
students at a given time in what is known as the 
outer-loop [2]. The question arises, which problems 
should an automated tool select? Ideally, problem 
selection is based on a student's current knowledge. 
Quite simply, we want students to work on 
problems that they haven't yet fully learned and not 
waste time practicing problems we believe that they 
have already mastered. The challenge here is 
inferring student knowledge and making 
predictions about future performance in an 
automated way that relies solely on past student 
behavior and available data. Personalized practice 
would benefit greatly from accurate predictions 
regarding whether or not a student is likely to get a 
problem right before they have attempted the 
problem. Models that help us make such 

predictions provide a means to making selections 
about what students should practice and when 
given their past history of learning within a 
tutoring system.  

     Providing personalized practice through 
predictions of student performance is 
commonplace in tutoring systems. This process 
requires breaking down problems into primitive 
knowledge components (KCs), and predicting 
student performance on these individual chunks of 
knowledge and skill. These predictions provide a 
means for creating tailored practice that effectively 
meets individual student needs. Such predictions 
provide a way to tailor practice towards mastery by 
ensuring that students spend time working on 
problems where they need it the most. But the 
automated suggestions of an intelligent tutor are 
only as good as the model that is making these 
predictions. If the model makes erroneous 
assumptions or lacks features that are important for 
making predictions about students, then it may 
provide sub-optimal advice when adapting to an 
individual student's needs.  

     Previous work on predicting student success in 
intelligent tutoring systems has used a number of 
features within data on student behavior to guide 
problem selection (see following section). 
Interestingly, time as a feature is almost always left 
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out of these predictions. This is curious because 
time is tied to forgetting which obviously leads to 
decay in predicted student performance. Models 
often characterize mastery learning as a one-shot 
process. Another point of interest for this study 
comes from studies that examine forgetting in 
experimental and cognitive modeling contexts. 
Such studies primarily focus on declarative fact 
learning rather than skills [3]. There is some debate 
on whether skill learning follows similar patterns of 
decay as declarative knowledge, and perhaps the 
decay is so insignificant as to provide justification 
for leaving time out of predictions of student 
learning [4]. This study will challenge these 
assumptions by developing a model that 
incorporates features of time into data on 
procedural skill learning in algebra. 

     Gaining an understanding of whether models 
that incorporate time on skills provide predictive 
power for estimating student performance holds 
many implications for applied practice. 
Demonstrating that the common assumptions do 
not hold up suggests models that may not be 
optimizing learning for students in intelligent 
tutoring systems. This research will provide some 
understanding of how these features may enhance 
predictions and thereby allow for suggestions into 
ways that we may optimize practice and rehearsal 
on skills in which mastery may decay over time. 

     This paper will be organized in the following 
way. First an examination in part 2 of prior work in 
the field in predicting student performance. Part 3 
will provide a brief description of the data set used 

in this project. Part 4 outlines the main process 
work that goes into part 5 through 9. Finally, we 
end on a discussion and reflection on the project.  

2 Prior Work 

The data in this project is comes from the full 
dataset that made up the 2010 KDD Cup 
challenge. The task was to predict student 
performance on algebra problems from student log 
data as they interacted with an intelligent tutoring 
system. The challenge is inferring knowledge and 
skill directly from data without any human task 
analysis. This data set is tied strongly to how other 
approaches are applied to the same task in order to 
make these predictions in a tutoring environment.  
The actual challenge data wasn't appropriate for 
this project as it has holdout data that truncates 
many student entries and asks for predictions on 
interactions at later points in time. A requirement 
of this project is to make predictions given that 
truncated time data, otherwise we won't have a full 
picture of a student's study history which is 
required for making predictions involving time. 
The simple solution was to get a hold of the entire 
set used for the KDD Cup challenge and create 
development, cross validation, and test sets by hand so 
as to maintain the entirety of individual student 
experiences. 

     It's important to note that many of the common 
approaches described in the following do not 
always make direct predictions of student success 
on a new problem, as is the approach of this project.  
The outputs tend to be probabilistic estimates of 
student mastery, for example, an output for a 
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student on a particular skill might be that there is 
an 80% chance that the student has learned this 
KC. The predicted value of the common features 
are still the same for my model compared with the 
prior research. My prediction is one that asks, will 
the student get the answer right on their first 
attempt of a given problem. The difference is in 
whether I want to say a student has a 60% chance 
of getting it right, or directly making a binary 
decision that the they will get it right or not. 
Regardless of this difference, the goals are similar 
and the predicted value -student success- is the 
same. The common predictive features in making 
that prediction are thereby still relevant to us and 
worth examining in this section. 

     A traditional approach to making predictions to 
student performance on test items is item response 
theory (IRT).  Simple versions of this logistic 
regression model [5] rely on making predictions for 
student ability and item-specific difficulty given 
features of student success on problems, individual 
student labels, and item or skill labels. Like many 
models, it is necessary to have some formulation of 
the skills in a similar manner as knowledge 
components described in the section 1. If one lacks 
a description of which skills an item targets then 
it's not possible to make predictions on whether a 
student has learned said skill. As for predictive 
features, IRT estimates are based on static-
representations of student ability and item 
difficulty that do not change with time. The results 
are often examined post hoc to provide a measure 
of said ability and the difficulty of items for tests 
such as the SAT [6].  In addition to the absence of 

time-based predictions, the models often do not 
include features that detail student history with 
study on particular items.  

     Additive factors models (AFM) [7] have been a 
common extension of IRT used in making 
predictions of student performance. The model 
adds additional factors that include student history 
such as the amount of practice and success rate of 
prior practice. AFM has become a standard that is 
built into PSLC DataShop for providing a basis for 
comparing KC skill models in intelligent tutoring 
systems. This helps guide researchers towards 
choosing appropriately labeled skills at the right 
level of detail given that the structure of the 
learning curves. One expects good curves to have 
gradual slopes that characteristically decrease in 
error rates over opportunities to practice on a 
particular KC. While standard AFM does include 
features of student ability and experience, it lacks a 
representation of practice as it occurs over time. 
This doesn't allow for predictions of performance 
that may be affected by the detailed temporal 
spacing of items as they are practiced. 

     Bayesian Knowledge Tracing (BKT) is a 
common approach found in intelligent tutoring 
system for dynamically estimating student mastery 
on individual KCs [8]. It is a popular method for 
estimating student knowledge within a tutoring 
system in real time rather than post-hoc as found 
in the previous two models discussed. This is a 
primary method of making outer-loop selections of 
problems within a tutoring system. BKT typically 
models practice over short time intervals, and 
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therefore does not assume decays in performance 
over time. Additionally, if a KC reaches a predicted 
known state, there is no means for it to return to an 
unknown state. It should not be a surprise that the 
model likely overestimates learning under various 
conditions due to decay over time. The model is 
successful as a model of massed practice but less so 
if one is concerned about accounting for long-term 
forgetting and spacing effects as we are in the 
current project. 

     Recent approaches in neural network 
techniques, known now as deep learning, have been 
applied to student data and allow for predictions of 
student performance [9]. Traditionally, this 
domain has been dominated by BKT. There was 
some excitement around the predictive power of 
deep knowledge tracing (DKT) that showed great 
improvement in predictive power over BKT [9]. A 
primary issue surrounding DKT is the amount of 
power and flexibility available to the model makes 
for results that are not easy to interpret let alone 
apply in realistic environments. A benefit to this 
approach has been to show that there may be some 
features and structure in the data that common 
models miss. There has been some pushback from 
the community with demonstrations that simple 
feature additions to BKT may allow for 
interpretable and comparable performance gains 
that are easy to implement [10]. In some ways, this 
paper aligns with the effort to find easily 
interpretable features that provide greater 
predictive power over standard models without 
entering into the realm of great predictive power 
with little interpretation. This brings us back to the 

current examination of features based on temporal 
distributions of practice that may provide structure 
to the data in a simple way that is predictive and 
relevant to practical applications in education.  

3 Data Description 

The data set used as explained in the previous 
section is the full data set that made up the data in 
the KDD Cup Challenge. The full set can be found 
on PSLC DataShop and is titled Bridge To 
Algebra 2006-2007. The full data has 6,120,606 
student transactions for 1,146 students at 3 schools 
with 920 knowledge components from the 
SubSkill KC model. The dataset as is too large for 
the sake of this project, and the pre-processing of 
the data will be explained in the section 5. 

     The raw student log data has a large number of 
standard features used in PSLC DataShop tutor 
data. These include anonymous ID's for students, 
an assortment of dates and times such as when a 
student started and completed a problem, their 
time on a problem, correctness on first attempt, 
hint usage, various KC models (of which we focus 
on one), number of incorrect responses, whether 
the student eventually gets a problem correct after 
an incorrect first attempt, the number of times they 
attempted the problem in the past, and a variety of 
other features that are not important to our 
predictions. The variable we are trying to predict is 
correct on first attempt. A detailed account of 
relevant features, feature selection, and trimming 
the data to relevant skills and problems can be 
found in section 5.   
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4 Procedure Outline 

The process that follows throughout the rest of the 
paper is outlined here and provides a sense of the 
primary objectives. The goal is to train a 
classification model that predicts student success 
on a given problem before they have attempted the 
problem. Part 5 discusses the process of preparing 
the data. The data set was very large and so there 
were many careful considerations put into cutting 
down the data set before splitting the data into 
three sets as well as careful consideration into the 
selection of an initial and reasonable set of features 
to train on. Part 6 will provide justification into 
selecting an initial model for further exploration 
and optimization. Baseline performance of a 
chosen model also appears in this section. Part 7 
outlines the error analysis process. Here we 
examine some results of the model and carefully 
examine where it makes mistakes and which 
additional features may help predictions and which 
features may be unhelpful. Part 8 takes place once 
we are satisfied with the end result of our error 
analysis and move on to optimizing the model 
through parameter tuning. A final model is selected 
and the final performance on held-out data is 
reported in part 9.   

5 Data Preparation 

Before splitting the data into the development, CV, 
and final test set, some steps were taken to cut down 

on the quantity of data to focus on relevant algebra 
units and problems. Not all problems in the entire 
data set will have time spans large enough to show 
potential effects of decay in performance over time. 
That is, some units in Bridge to Algebra take place 
over a single session and therefore are more akin to 
massed practice as is commonly modeled when 
predicting student performance. Since our interest 
in time requires that there is some reasonable 
spacing, I discovered in discussions with the owner 
of the data that the particular units of Picture 
Algebra have skills that recur after greater lengths 
in time. The first step was in sub setting the data 
on these units and as a sanity check, examining the 
distribution of time between opportunities on skills 
(figure 1).  

 
Figure 1. Frequencies of gaps between opportunities on 
particular KCs across all KCs. Times were log transformed, 
but the x-axis shows the untransformed distances in hours.  

      The x-axis is in hours untransformed yet on the 
same scale derived from the natural log of time 
between opportunities. The histogram appears bi-
modal with many items around the time range of 
problems in a single setting. The large frequency 
around 0 is due to the fact that the first opportunity 
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with every KC for every student has a time between 
opportunities of 0, so it is essentially a count of the 
first time a KC opportunity was given for all 
students or possibly when the same KC was 
attempted twice in a row. It’s clear to see another 
mode at much longer time intervals, with the 
largest interval at 233 days. Visually this seems like 
strong enough evidence for demonstrating that 
some items are being attempted with a large gap 
between opportunities in the subset of picture 
algebra units in the data. 

     After sub-setting the data into picture algebra 
units, the dataset was still rather large. There are 
reasonable steps we can take to cut the data down 
further.   First it is important to check our 
assumption that the skills in the data are being 
learned. As noted before, it’s possible that 
procedural skills are different in nature to 
declarative knowledge when it comes to features of 
time. DataShop provides a means of examining and 
labeling KCs as showing learning (figure 2).  

 
Figure 2. An example “good” learning curve from a single KC 
in the dataset.  

In the learning curve analysis, 23 out of the 32 
learning curves are labeled as good, providing 
ample evidence that our assumption of skill 
learning is appropriate with this dataset. Second, 

we can justify that not all skills are relevant to our 
predictions because some may be ill-specified in 
the KC model or may be too easy to learn and 
therefore not as relevant for time based 
predictions of performance. We can therefore 
narrow our data set only to skills that show good 
learning, or skills that are still labeled as difficult 
but not erratic. We don’t want to include skills 
that are ill-specified as that is a problem with the 
KC model which might lead our final model to fit 
structure that doesn’t exist. A deeper examination 
of the learning curves provides suggestions on 
problems of particular interest in that they are 
somewhat difficult and show overall learning. A 
final selection if 19 KCs provides a nice balance of 
target KCs for our final subset of the data that 
reflect accurate structure, large time intervals, and 
reasonable difficulty. This is particularly 
interesting for providing future suggestions of 
how this work might be applied in redesigning 
and implementing retrieval practice into 
intelligent tutors. As a final sanity check it is 
important to examine that these KCs do in fact 
have distributions of time between opportunities 
that suggest large intervals. Figure three provides 
an example that is representative of a targeted 
KCs demonstrating that practice is distributed 
over appropriate spans of time.  
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Figure 3. An example of a single KC targeting variable 
expressions that shows the time distribution of opportunities 
in hours 

     The final subset of the initial full data set 
provides a starting point with 54,341 observations 
for 673 students across 19 hand selected but 
justified KCs. The data was then ready to be 
divided into three sets: the development set for 
exploring the data, the cross-validation set for 
examining model performance, and test set to 
check our final model performance. Since the full 
set of observations is important for tracking time, 
the data was split by student rather than single 
observations. Students were randomly placed into 
divided sets with 135 students and 10,884 
observations making up the development set, 471 
students and 38,134 observations making up the 
cross-validation set, and 67 students with 5,323 
observations in the final test set.  

    After splitting the data, the next step was to 
begin an initial, yet iterative, pass at feature 
selection to prepare the data for WEKA. The 
available features were laid out in section 3, and 
many of them are irrelevant or need 
transformations such as date data. By examining 

and thinking about the data from the development 
set we can explore features of particular interest. 
Of most concern are features included in the data 
set that provide information after the student has 
completed or made a first attempt at the problem. 
Since we are making predictions about the student 
before they attempt the problem it is very 
important to remove features that provide 
information after the initial performance. For 
example, asking for a hint automatically sets the 
first attempt as an incorrect. Our model could 
easily use this single feature, whether the student 
asked for a hint or not, and successfully classify 
many instances based on hint behavior. We want 
to make our prediction before we know whether 
the student has asked for a hint or not. Another 
potential after-the-fact feature is time to complete 
the problem. The models could easily see that 
answering a problem very quickly is a good 
predictor of guessing and adds a higher likelihood 
that a problem will be incorrect on the first 
attempt. Again, we are making predictions before 
we would have such information, and therefore 
these features need to be removed.  

     Date features, such as when a participant 
started or ended a problem are our main focus for 
selecting a feature for time. In the simplest case, 
we need to create a new feature which I will call 
last-retention-time that provides the time it has 
been since a particular skill was practiced in the 
past. While the end time of a current problem is 
off limits because it is after-the-fact, we can 
calculate time between opportunities by 
subtracting the current start time from the 
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previous opportunities end time. The end time of 
previous opportunities is not off limits because it 
is an event that has occurred before the current 
opportunity. This strategy of using features from 
past opportunities, like hints, and time to 
complete problem, are fair game when applied in 
a prediction at a future time, and these may be 
possible targets for future feature iteration. But 
first, it is useful to start from a minimalist baseline 
model that includes common features from 
models in the past research and a single addition 
of last-retention-time.  

     Creating a simplest reasonable baseline model 
and building initial interpretations from there can 
be more informative than trying to make sense of 
a more complex starting point. Through error 
analysis, we can later explore whether particular 
features seem meaningful to add, especially 
features that can be derived from past observations 
but can’t be used in the present because they are 
after-the-fact features.  We may also find new 
features that fall out of the error analysis. The 
initial set of features can be found in table 1 
below.  

Name Type Explanation 

 
Correct 

nominal Did student get problem 
correct on first attempt 

 
KC 

nominal The 19 selected and 
labeled KCs 

 
Opportunity 

numeric Number of attempts on 
a particular KC 

 numeric Time since previous 
opportunity with KC 

Last-
retention-
time 

Table 1. Instance features 

 6 Initial Model Selection and Baseline 

After choosing an appropriate starting point for 
potential models, the following examines an 
assortment of model performances on the cross-
validation set. This will help guide the initial 
selection of a model to search for new features 
through error analysis and finally optimize for a 
final test.  

     My initial hunch is that some form of logistic 
regression may be best because it is a common 
choice of prior modeling efforts found in section 
2. The danger here may lie in the way the logistic 
model is formulated. Typically, there is more 
control on setting up the exact formula to include 
random and fixed terms as well as intercepts and 
slopes. I would guess that the formulation through 
WEKA may be treating each feature as a fixed 
effect rather than more complex arrangements, 
and this may hurt the performance of a logistic 
model. Given that I can’t predict exactly how well 
other models might perform, it seemed 
worthwhile to examine performance of multiple 
models that we have learned in class to see if there 
are any surprising results. This initial run of 
model selection was run on the cross-validation set 
to help guide the final choice of model type with 
results found in table 2.  

Algorithm % Correct Kappa 

Naïve Bayes 76.59 .10 



9 
 

Logistic 78.54 .09 

Multi-layer P 78.96 .19 

Simple Logistic 78.54 .09 

SMO 77.84 .01 

JRip 79.44 .26 

J48 79.54 .26 

Table 2. Performance of initial models on the cross-
validation set 

      Accuracy across the models is very similar and 
does not seem to show any statistical differences 
in performance. Interestingly, there is a large 
increase in Kappa for both JRip and J48. These 
models are relatively simple and make a good 
target for selecting our initial model, but we need 
a means of choosing between the two. The answer 
may lie in their visualizations. JRip while 
performing slightly below J48 is based on 8 simple 
rules that are easily interpretable. I’ll leave more 
detailed discussion of rules for error analysis, but a 
quick look matches some intuitions. Decisions 
tend to be based on whether a particular length in 
time has passed, typically over 6 hours. 
Interestingly, the time is usually paired with a 
specific skill indicating as hypothesized earlier that 
some skills are more prone to forgetting than 
others. This comes out in rules that include a 
conditional on particular skills that suggest for 
these skills, if too much time has passed then a 
student isn’t likely to answer correctly. The tree 
from J48 is much less decipherable. A mass of 
leaves originates from the parent typically for each 
individual skill. It’s messy and includes a lot of 
detail that isn’t easy to interpret therefore JRip 
will be the model of choice for ease of 

interpretability and comparable performance. The 
results from table 2 provide our baseline 
performance on the cross-validation set for JRip. 

7 Error Analysis 

An initial error analysis was run by taking the 
baseline model created on the cross-validation set 
and testing on the development set. This allowed a 
closer look at the types of errors that the model is 
making while restricting ourselves to only looking 
closely at the development set. The confusion 
matrix points to 2061 instances that were 
classified correct but actually incorrect and 287 
cases that were classified as incorrect but were in 
fact correct. The clear approach is to closely 
examine the 2061 cases. These cases are important 
because they are times when we would predict 
that a student has the knowledge to solve the 
problem correctly, but they did not in fact know 
it. These errors have repercussions for predicting 
when a student should practice material. In these 
cases, they would not be tagged as needing 
practice even though it’s likely that they might. It 
is less of a concern to misclassify correct answers 
as incorrect, as the student seems to understand 
the material, and would in the worst case simply 
get more practice on something that they 
understand.  

     In analyzing the predictions with the 
development set some clear patterns arise that led 
to the creation of three new features. First, when 
examining predictions of correct when the 
responses were incorrect it is clear that these 
errors comes in sequences of opportunities. 
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Within those sequences there are usually a long 
string of incorrect responses in previous attempts. 
It seems intuitive that if a student has been 
getting many errors in the recent past, then it is 
likely they will make errors on the current 
problem. Additionally, the larger the amount of 
errors the more likely it seems that the next 
attempt will be incorrect. We can use the amount 
of errors on the previous attempt as a predictor of 
success on the current attempt. The quantity of 
errors should also provide some predictive power. 
In a sequence of incorrect responses, we would 
expect large amounts of errors at first, and as the 
errors decrease we might say the student is 
learning the material. Large amounts of previous 
errors should hold more weight over smaller 
amounts of previous errors.  

      The second feature added has a similar pattern 
to the first feature based on past errors. It appears 
that students take longer on past steps when they 
are likely to make an error. I included a feature of 
time spent on previous opportunity to try and 
capture this pattern found in the error analysis. It’s 
surprising in part because I expected shorter 
durations on previous attempts to suggest student 
guessing, and yet the data suggests that longer 
periods of time on problems suggest future errors. 
This may be due in part to student’s needing more 
time to think and work through hints because 
they don’t understand the material.  

     The third added feature is a running tab of 
accuracy on past problems. When I noticed that 
number of errors was a predictor, it dawned on me 

that there is no overall accuracy on problems 
across opportunities. This feature was added in 
order to provide some information of performance 
over time as is common in some of models from 
prior research. Ideally, the model will combine 
information from correctness with number of 
opportunities so that a score of 100% on the first 
attempt might be meaningfully different from 
100% on the 10th attempt.  

     Finally, I expected to find patterns of hint 
usage in the error analysis, but it appears that 
asking for hints doesn’t look to add much in any 
predictable way. Regardless of error, there are no 
clear signs that students are asking for more or 
less hints. Overall, hint usage appears to be small 
and that might be due to students’ reluctance to 
use hints at all. Students might prefer to just try a 
problem and get feedback on their errors rather 
than go to hints for help. It’s possible that some 
students may abuse hints, but there is no strong 
indicator of a useful pattern from the error 
analysis. It is also important to note that for all 
three features it would be incorrect to include 
errors, duration, and accuracy from the current 
instance. Care was take to only use information 
from past instances so that there were no features 
that predict success given information after-the-
fact.  

     These three additional features were added to 
all data sets, but there was no manual examination 
of these sets other than the development set.  Most 
importantly, features were added to the cross-
validation set and run with ten-fold cross 
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validation on standard JRip to test performance. 
The new features showed a performance gain in 
correctly classified instances (80.47%) and even 
greater gains in the Kappa statistic (.32). The 
model seems to perform better. A look at the rule 
set shows many of the new features taking a role 
in the classification. The most prominent new 
feature was accuracy, which was part of the 
conditional in every rule. The other two features 
(duration and incorrects) were not as prominent in 
quantity but they were tied to very general rules 
that weren’t tied to a specific skill as many of the 
other rules are (see appendix for full rule set).  

     A second error analysis on a model with new 
features was conducted using the development set 
as the test data. It was much more unclear what 
further additions could be made. The cases where 
the model predicted that the student would be 
successful when they were in fact not had similar 
patterns of incorrect past responses. The 
difference now is that there are gaps between 
opportunities, so instead of seeing opportunity 
1,2,3,4,5 we might instead see 1,3,5. It appears 
that past mistakes may go further back than a 
single opportunity. A new feature was created that 
took the sum of the quantity of errors in the 
previous two steps rather than just one. This led 
to no performance gains with accuracy at 80.48% 
and a Kappa statistic of .32. It did not seem worth 
the extra complexity to continue forward with this 
model and so the first set of three new features 
were deemed as the final set moving into the 
optimization phase.  

8 Optimization 

Now with a final set of features we are ready to 
optimize JRip to tweak parameter settings and 
search for the best model performance on the 
dataset. The optimization took place over the O 
parameter which is the number of optimization 
runs that take place when forming the rule set. 
The process of the algorithm is to create an initial 
rule set from a growing and pruning set. Once a 
rule set is learned there is an iterative optimization 
phase that learns the rule set again by looking for 
rule variants that may be better optimized. We 
can set the number of optimizations which may 
make improvements to the rule set. It’s possible 
that there isn’t much need for multiple 
optimizations, and it does slow down the fitting, 
but some may be better than the default. I 
employed CVParameterSelection in WEKA and 
ran it with JRip. The range of optimizations was 
from 2 to 8 with 4 steps, so a total of 4 fits with 
10-fold cross validation on the values 2,4,6,8. This 
was performed on the cross-validation set.  

     After running WEKA, it was decided that a 
parameter setting for optimization runs was best 
when set at 6 runs. This is our most successful 
setting and correctly classified 80.3% of the 
instances with a Kappa statistic of .3058.  

     While the optimization value is different from 
baseline, that does not mean it is statistically 
better than baseline. This is important because the 
simpler baseline can be a better choice due to the 
decrease in complexity and comparable 
performance. I used the WEKA experimenter to 
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compare the baseline (O=2) and optimized model 
(O=6). A paired-samples t-test was conducted to 
compare the two models. There was no significant 
difference between O=2 (M=80.48, SD=.46) and 
O=6 (M=80.41, SD=.45) on classification of 
correct instances. The WEKA experimenter does 
not readily provide p-values to report, but it was 
labeled as an non-significant result. A second test 
was run examining the Kappa statistic. There was 
also no significant difference in Kappa for O=2 
(Kappa = .33, SD = .01) and O=6 (Kappa = .33, 
SD = .01). Again, no p-values are given in the 
output.  

      Given there is no significant gain in the using 
the optimized model, we place preference on the 
simpler baseline model as our final model to use 
on our final test set. Adding more optimizations 
on this data set does not appear to really add any 
benefit of fine tuning, so this suggests the rule set 
is fairly simple and converges quickly.  

 

9 Final Result 

The moment we have all been waiting for! We are 
using the final model which is also the baseline 
after the process of optimization. The model will 
be trained on the cross-validation set and tested on 
the final test set which up to this point has never 
been touched or examined. Using JRip with O=2 
we get a final performance of 79.1% for classifying 
new instances and a Kappa score of .28. I also 
thought it could be interesting to compare this 
model with a data set that leaves out the time 

feature last-retention-time. This is a simple final 
check for fun to compare the predictive power of 
time in the model with all else being equal. With 
last-retention-time removed we don’t see a 
significant drop in accuracy (79.1471%), but there 
is significant drop in Kappa (.1921). While not a 
perfect test it does give some evidence of the 
power of including time intervals as a feature 
within the model.  

10 Discussion 

This project was an attempt to improve 
predictions over standard methods, primarily 
through the addition of a time-based feature 
among others found in an error analysis. This has 
included a process of preparing the data, selecting 
and creating initial features, choosing an initial 
model and finding baseline performance, two 
rounds of error analysis to iteratively create or 
change features, and finally an optimization of the 
chosen model. The final model in the end after a 
final test had a fairly high accuracy around 79%.  

      Prior research in this field has often left out 
the effects of time and effects of forgetting when 
making predictions of student performance. This 
project was an attempt to make some headway in 
demonstrating that time does seem to have some 
predictive power for making more accurate 
assessments of student performance. This is 
particularly interesting in that the arguments 
against time tend to be that 1. The models 
primarily focus on massed short-term practice 
where time is less of an issue and 2. Skill learning 
may not be as affected by time as declarative fact 
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learning. The increase in model performance due 
to time is clear, and time was often found in the 
conditional rules generated by the models. We 
might say that while skills may not be forgotten, 
there could be many other causes of decay that 
affects skill performance over time. Because of 
this, we should not neglect time in our 
predictions, especially if we are interested in the 
long-term maintenance of student knowledge.  

     The value of this work is by the effort to shine 
light on time and other found features in model 
predictions of student success. This has 
implications for classrooms for two reasons. First, 
classrooms tend to focus on the short-term success 
on current material. The typical means of 
maintaining knowledge is through review sessions, 
but such sessions do not always meet the 
personalized needs of students. Second, it is very 
difficult for teachers to provide personalized 
practice and it is also difficult for students to have 
the metacognitive skill to know what they do or 
do not need to practice at any given time. The 
methods described in both prior research and this 
project provide a means of automating that 
selection of practice and review over time through 
student predictions of knowledge. This offloads 
much of the work and strategies required to 
optimize practice.  

     While time was a major focus, we shouldn’t 
dismiss the importance of the additional features 
found in the error analysis. Running accuracy 
appeared to have the biggest impact, as it is a 
strong reflection of how well a student has 

performed in the past. While useful, it may have 
some issues in that accuracy doesn’t always reflect 
knowledge. For example, a student may have a 
running accuracy of 10% over 10 attempts at a 
problem. Perhaps in that 10th attempt they finally 
understood the problem, and has learned it. Their 
accuracy at that point doesn’t reflect this, and the 
low value will continue to affect predictions 
towards student failure even though they 
understand the material. It will take a lot of effort 
on the student’s part to overcome those 
predictions if they have had many past failed 
opportunities. Past duration and incorrect 
responses on the other hand seemed to produce 
mild gains in predictive power. They are useful, 
but accuracy and time dominate many of the rules 
in driving predictions.  

     The approach of time taken in this project was 
fairly simple. Decades of research in cognitive 
psychology has shown that it’s not simply a matter 
of time between opportunities that affect 
performance, but also how much practice occurred 
and at what intervals. The temporal structure of 
practice schedules affect the speed at which 
memories decay, and these complexities are not 
captured in the simple approach to time here. 
Still, the simple time feature is relevant. It was the 
most basic approach to capturing time’s effects 
regardless of more complex underlying processes 
around memory and performance decay. Even if 
we don’t capture the complexity, we can show that 
time is important. Future work could examine 
more complex features derived from cognitive 
models of memory and forgetting. These could 
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allow for stronger predictions of performance by 
capturing the dynamics between time and practice 
schedules. There are a lot of future possibilities for 
making better predictions of student performance 
and applying such models to intelligent tutoring 
systems.  
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APPENDIX 

Rules generated from first round of error analysis: 

(accuracy <= 0.470588) and (last-retention-time >= 

1.335001) and (skill = Enter smaller initial in 

diagram -- calculated) => prediction=incorrect 

(1011.0/282.0) 

(accuracy <= 0.210526) and (last-retention-time >= 

1.760727) => prediction=incorrect (818.0/285.0) 
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(accuracy <= 0.210526) and (skill = Enter smaller 

initial in diagram -- calculated) and (last-retention-

time >= 1.081805) => prediction=incorrect 

(274.0/100.0) 

(accuracy <= 0.206897) and (skill = Enter smaller 

initial in diagram -- calculated) and (last-retention-

time <= 0) => prediction=incorrect (439.0/164.0) 

(opportunity >= 5) and (accuracy <= 0.111111) => 

prediction=incorrect (429.0/159.0) 

(accuracy <= 0.321429) and (skill = Enter total in 

diagram - calculated - subtraction) and (duration <= 

7) => prediction=incorrect (468.0/197.0) 

(accuracy <= 0.588235) and (last-retention-time >= 

1.974081) and (duration >= 52) => 

prediction=incorrect (178.0/67.0) 

(accuracy <= 0.583333) and (last-retention-time >= 

8.366405) => prediction=incorrect (236.0/103.0) 

(accuracy <= 0.321429) and (opportunity <= 1) and 

(skill = Copy initial in diagram) => 

prediction=incorrect (397.0/192.0) 

(accuracy <= 0.571429) and (last-retention-time >= 

1.402824) and (incorrects >= 3) => 

prediction=incorrect (246.0/104.0) 

 => prediction=correct (33638.0/5614.0) 


