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Abstract 

Cumulative cultural evolution is a process by which humans increase knowledge over 

multiple generations. The uniquely human ability to exploit pedagogical reasoning is 

hypothesized to account for the success of this process. We examined whether pedagogical 

reasoning meets the minimal preconditions to support cumulative cultural evolution. Knowledge 

accumulation essentially requires high fidelity knowledge transmission, and our goal was to 

show that pedagogy improves fidelity. We conducted a behavioral study using a function 

learning task within an iterated learning framework that simulates intergenerational transfer. This 

framework allows us to provide empirical evidence to support developing formal models. We 

found that pedagogy improves the fidelity of transfer between generations. This supports our 

prediction for the role pedagogy may play in cultural transmission. This result supports future 

computational models and motivates further research in uncovering the conditions under which 

cumulative cultural evolution occurs. This has strong implications for the ways that computers 

can potentially mediate the process of cultural evolution.  
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The effects of pedagogy on the fidelity of intergenerational knowledge transmission 

The fundamental characteristic of human history is that it is marked by progress. People 

gradually increase their understanding of the world and successfully transfer knowledge to every 

new generation. This incremental process known as cumulative cultural evolution is evidenced in 

scientific discovery, the growing complexity of social institutions, and ever advancing 

technology. People are unique in amassing knowledge despite sharing the world with many other 

intelligent, inventive, and social animals. This alludes to unique cognitions and behaviors that 

allow people to go beyond personal experience and learn vicariously through others. If this were 

an easy task we might expect other animals to display the same behaviors. Part of the difficulty is 

that much of learning is through inferences that rely on inductive biases. If people can’t know all 

they know through direct experience, then progress requires social communication that allows 

high fidelity transfer of knowledge that sidesteps a regression into inductive biases. Cumulative 

cultural evolution is essentially a means of inheriting the past’s generalizations which compete 

with the abundance of ambiguous information that people are exposed to in learning.  

Research in cultural evolution has provided theories and preliminary evidence for the 

underlying processes that allow knowledge accumulation to occur. Initially, researchers 

hypothesized that understanding intentionality in cultural contexts was sufficient for cumulative 

cultural evolution (Tomasello, Kruger, & Ratner, 1993), but later discovered that other animals 

might also understand intentionality to some extent (Call & Tomasello, 2008). Collaboration and 

understanding intentionality could not alone account for our unique abilities, and so this led to 

the theory that the ability to share intentions was the key (Tomasello, Carpenter, Call, Behne, & 

Moll, 2005). Csibra and Gergely (2005) expanded on this idea by theorizing that humans have 
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adapted special social learning mechanisms that take advantage of pedagogical reasoning 

between teachers and learners. There has been little work on providing a rigorous formal analysis 

that accounts for pedagogy as the key to knowledge accumulation, but models combining 

pedagogical inference learning with cultural transmission are beginning to take shape. These 

models describe the conditions under which knowledge accumulation occurs at a computational 

level of analysis (e.g. Marr, 1982; Anderson, 1990).  

The purpose of this study was to provide empirical data though a behavioral experiment 

providing preliminary evidence that explicitly pedagogical contexts are a sufficient condition for 

cumulative cultural evolution. High fidelity knowledge transmission is the primary requirement 

for any pedagogical model, and so we tested whether working in explicitly pedagogical contexts 

increases the fidelity of knowledge transfer across multiple generations. We also suspect that 

pedagogy will attenuate the loss of information as it is passed through generations. This provides 

the initial evidence for justifying the developing computational models that will formally 

describe the conditions under which knowledge accumulation occurs. We approached the 

problem using a teaching game in which participants act as teachers and learners in a function 

learning task within a framework that simulates intergenerational transfer. We designed the 

experiment to match the task faced by a rational model under the assumption that learners act as 

rational Bayesian agents when passing information along generational chains. In this way our 

results provide credence for predictions the developing models will make for human behavior.  

The paper begins by summarizing the current theories of cumulative cultural evolution as 

well as behavioral evidence supporting these theories. We then explain the general framework of 

the formal models along with the past research and results in using this approach for modeling 

cultural evolution. Next, we describe a pedagogical Bayesian model with the results of the 
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models’ predictions between individual teachers and learners. These results provide motivation 

that pedagogical contexts allow for stronger inferences and account for knowledge accumulation. 

We will then review our function learning experiment within these combined frameworks, and 

finally discuss the results and implications for the developing models. 

 

Cumulative Cultural Evolution 

We begin by explaining the background, issues, and possible explanations that have arisen in 

research on cumulative cultural evolution. Culture as defined by Boyd and Richerson (1985) 

refers to the knowledge that individuals inherit by interacting in social groups. In this sense, 

many animals from crows to dolphins all show forms of culture with variations caused not only 

by genetics or the environment, but on the nature of social transmission (Tennie, Call, & 

Tomasello, 2009). Cumulative cultural evolution is distinct from cultural variation. It leads 

members towards improvements in collective knowledge about the world, technology, or 

survival strategies that accumulate incrementally over generations. It appears unique to humans 

and accounts for our enormous repertoire of knowledge and social institutions built up step-by-

step from the labors of the past. We witness the incremental nature in our documented history, 

archaeology, and lack of populations that defy cultural evolution (Boyd & Richerson, 1996). 

Most importantly, within our minds is a wealth of inherited knowledge unobtainable through a 

single lifetime of experience without social transmission. Tomasello (1999) called this the 

“ratcheting effect,” which needs not only inventive minds discovering novel improvements, but 

also high fidelity social transmission. This allows useful knowledge to remain in the culture with 

little loss so we can continuously gain further improvements. 
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 We might now ask which mechanisms allow humans to capitalize on this ratcheting 

effect when so many other intelligent and inventive social animals do not have this ability. For 

example, there are many instances of animals that learn behaviors specifically from social life, 

such as rat food preferences (Galef, 1988), or macaque stone handling (Huffman, 1996). The 

difference may be that these animals do not take part in observational learning, implying that 

learned behaviors are inventible by any individual given the right circumstances (Boyd & 

Richerson, 1996; Tennie, Call, & Tomasello, 2009). Boyd and Richerson further explained that 

social learning simply guides animals to the environments that are likely to bring about self-

inventive behavior. Lacking collaboration creates an upper bound on learning constrained by an 

individual’s personal abilities and cognitions (Tennie, Call, & Tomasello, 2009). It is as if these 

intelligent animals continually reinvent the wheel.  

 Our apparent uniqueness in displaying the ratcheting effect led many researchers to 

conclude that we must therefore have distinctive psychological capacities. Tomasello, Kruger, 

and Ratner (1993) researched such psychological mechanisms comparing humans with 

chimpanzees. They later hypothesized through extensive research that the difference between 

humans and other animals is our ability to collaborate and share intentions with others 

(Tomasello, Carpenter, Call, Behne, & Moll, 2005). Many animals live in complex social 

environments with ample opportunity for collaborative learning further goes to show that 

behaviors promoting cumulative cultural evolution are not simply an outcome of social living. 

Experimental evidence gives us clues about human distinctness, showing that chimpanzees pay 

more attention to the outcomes of observed behavior when compared to children who pay more 

attention to the producer of behavior (Horner & Whiten, 2005).  Children focus more on 

imitation rather than the outcomes of causal relations. By copying behaviors, children might 
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focus on intentional actions which may lead to higher fidelity transmission of information, and 

therefore lead to cumulative cultural evolution (Tennie, Call, & Tomasello, 2009). We must 

remain careful in making such sharp distinctions for unique capacities because researchers report 

many interesting behaviors in nonhumans, such as understanding intentionality (Call & 

Tomasello, 2008) and observational learning (Hopper, Lambeth, Schapiro, & Whitten, 2008). 

We are all subjects of the same evolutionary processes, and so sharp behavioral distinctions may 

be difficult. We may be better off reasoning that human children just take part in certain 

behaviors, as Tennie, Call, and Tomasello (2009) state, “more naturally, more frequently, and 

perhaps more skillfully than any other animals that do similar” (p. 2409).    

A recent promising theory in the cognitive science literature has brought focus on the 

implications of imitation and pedagogy for cumulative cultural evolution (Gergely & Csibra, 

2006). This theory approaches the issue as an inferential learning problem in which agents gain 

knowledge from the environment and form generalizations which guide inferences about future 

experience. Sperber and Wilson (1986) brought attention to the idea that people often make 

inferences through communication in ostensive contexts where forming one’s generalizations are 

guided by another’s intentional behavior to provide relevant information. By understanding the 

intent of a communicator, whether demonstrated verbally, by gesture, or symbols, receivers 

expect relevant messages from which they can easily make inference even among the multitude 

of possible assumptions. Csibra and Gergely (2009) went on to hypothesize that learners 

naturally attune to pedagogy and assume that teachers communicate knowledge that they can 

apply to form generalizations. This sensitivity to pedagogy for both teachers and learners 

provides a means for increasing the fidelity of intergenerational transmission and perhaps 

provides the means for cumulative cultural evolution to take place. Teachers guide the inferences 
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of the current generation by passing on the generalizations they inherited, providing the ratchet, 

along with any novelties added from personal experience, providing the incremental 

accumulation. They termed this natural pedagogy, and we see such pedagogical contexts built 

into many of our social institutions, such as parent and child communication, schools, job 

training, apprenticeships, and so on. We also find a wealth of evidence showing that children are 

attuned, perhaps innately, to pedagogical contexts from an early age. For example newborns are 

sensitive to eye contact (Farroni, 2002), they prefer infant-directed speech (Cooper & Aslin, 

1990), they follow gaze direction when receiving pedagogical signals such as eye contact (Senju 

& Csibra, 2008), and even expect that following someone’s gaze implies the existence of a 

referent (Csibra & Volein, 2008). The theory stating the strong implications of pedagogy on 

cumulative cultural evolution has gained momentum but still requires formalizing and testing. 

The following outlines our approach for providing some of the first steps in researching the 

effects of pedagogical reasoning on intergenerational knowledge transfer.  

 

Modeling Cultural Evolution 

The previous section established that through cultural evolution people have more knowledge 

than direct experience can account for and that most acquired knowledge comes from culture. 

People learn language, cultural norms, and complex knowledge about the world through 

inferences from exposure to limited examples. Our overall approach to testing the hypothesis that 

pedagogy plays an important role in cumulative cultural evolution is through a formal analysis 

with computational models empirically verified by behavioral data. We frame the issues of 

cumulative cultural evolution at the computational level as described by Marr (1982). At this 

level of analysis we concern ourselves with the outcomes of cognitive processes. We can then 
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quantitatively predict the computational goals of an agent with rational models. This allows us 

justifiably to bypass describing cognitive processes or how the brain implements these processes.  

We apply this approach to cumulative cultural evolution by first noting that people 

generationally pass knowledge through “iterated learning.” Here, experts of culture act as the 

teachers for the cultural novices who in turn become the experts teaching newer generations. We 

reformulate this as knowledge transmission along chains where each generations acts as a link in 

the chain. In this way, an agent acting as the first link observes data, forms a hypothesis about 

how the data was produced, and passes information to the next generation in the chain (Fig. 1). 

 

Figure 1: The basic iterated learning model. Learners see data from the previous generation, 
form a hypothesis about how the data was produced, and supply data for the next generation.  
 

Bartlett (1932) first explored a similar approach to iterated learning in his serial 

reproduction experiments, but Bartlett’s approach lacked useful scientific analysis. More recently 

Kirby (2001) developed a computational model of generational transfer known as the iterated 

learning model (ILM). The model found success in showing that inductive biases affect linguistic 

structure as the structure evolves through generational transmission. This challenged the 

traditional accounts of language acquisition, (e.g. Chomsky, 1965), by suggesting that linguistic 

structure can arise from evolutionary transmission as opposed to innate constraints. As noted 

before, cultural evolution is not a matter of genetics or ecology, but a result of transmission of 

information between inference learners. The model is not restricted to language, and this makes 
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it a promising general framework for research in formally analyzing cumulative cultural 

evolution. 

 Before describing the model in more detail, we need a way to formalize how peoples’ 

cognitions are affecting knowledge transmission through their inferential machinery. 

Generalizing requires drawing on constraints, or biases, on how we interpret data. For example, 

if I have a freshly minted and unflipped coin, one likely expects it to be a fair coin even though 

there is no logical connection between that belief and the properties of the coin. The inductive 

biases we have impact what we experience and influences what we communicate to others, 

which suggests strong effects on the outcome of intergenerational knowledge transmission. 

Bayesian Inference: 

Bayesian models provide rational solutions for problems of inference learning and they have 

been successfully applied to a wide range of learning tasks (Tenenbaum, Griffiths, & Kemp, 

2006). The primary assumption of the models is that people act as rational Bayesian agents 

tasked with updating beliefs through Bayes’ rule: 

 

To demonstrate, let’s say you are watching someone flip a coin and decide that you want to find 

out whether the coin is fair. Your goal then is to produce a hypothesis, h, which characterizes 

your belief in whether the coin is fair or biased in some direction. You have some prior 

expectation about the outcomes of coin flipping, and so there is a probability distribution over 

the set of all possible hypotheses, H, which characterizes your beliefs in likely or unlikely coins. 

The prior belief in a particular hypothesis is known as the prior probability, p(h). If you never 

saw a single flip, this distribution over the priors is what allows you to decide that a coin is 
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probably fair even though you have no evidence. The prior expresses your innate or learned 

expectations, and they provide the biases and constraints on learning. What we want to know is 

the posterior probability, p(h|d), calculated using Bayes’ rule, which determines when given 

some data, d, such as three heads in a row, how you update your beliefs about the coin. The 

probability p(d|h) is known as the likelihood, and calculates the probability the data came from 

the hypothesis. For example, given the coin is fair, this is the probability the given data comes 

from that coin. The probability of the data p(d) can be thought of as the sum of joint probabilities 

between the data observed and every hypothesis in the hypothesis space, which we can rewrite 

as: 

 

ILM with Bayesian Agents: 

Combining Bayesian inference with the iterated learning model provides a computational 

framework for exploring the questions on how human minds shape the process of cultural 

evolution. The basic format of the ILM is that there first exists some set of data possibly from the 

real world, d0, from which the first person in a chain learns and generates a hypothesis, h1, from 

their posterior distribution, p(h|d). This person then generates data, d1, from their hypothesis by 

sampling from the likelihood p(d|h1). The next person in the chain then sees examples from d1 

and repeats the process n times in which the nth learner generates dn (Fig. 2).  It may cause 

concern that generational transfer in the real world involves communication within generations 

and from multiple sources, not single chains of individuals. By representing individuals as single 

generations we reduce the complexity of the problem allowing us to analyze the basics of 

cultural evolution which can then give insights on larger scales.  
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Figure 2: Iterated learning with Bayesian agents. The process continues to the nth learner who 
sees data dn-1, infers hypothesis hn, and generates data dn.  
 
 
Preliminary Results for Cultural Evolution: 

We can now trace through the previous research with this framework on issues concerning 

cultural evolution. The first major question is how inductive biases from priors affect the 

outcomes of transmission along chains. Griffiths and Kalish (2007) explored this by varying 

priors in an ILM with Bayesian agents. They discovered that after multiple generations the 

distributions from which a generation chooses a likely hypothesis converged to a distribution 

determined by the prior. We can characterize this with a Markov chain over hypotheses with the 

transition matrix p(hn|hn-1) = ∑dn-1p(hn|dn-1)p(dn-1|hn-1). This shows that with a stationary prior 

distribution p(h) and enough time, the probability that a learner chooses h converges to p(h). We 

can clarify this idea with an example of the affiliated research with human participants. Kalish, 

Griffiths, and Lewandowsky (2007) examined inductive biases in a function learning task 

because past research gave good evidence for people’s strong inductive biases for positive linear 

functions (Brehmer, 1971, 1974; Busemeyer et al., 1997). The prediction and result was the data 

the people produce within the ILM, given any initial function, will gradually transform into a 

stable prediction for positive linear functions (Fig. 3). The result matched the model’s prediction 

that we can reveal people’s inductive biases through iterated learning.  
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Figure 3: Iterated learning with human learners. The first panel in each row shows the points 
that were the examples given to the first learner. The following panels in each row consist of 9 
learners acting as the generations in a chain. Each panel represents the data a particular learner 
generated after seeing the previous generation’s data. This demonstrates that given various 
starting functions, the data that a learner generates reflects the linear bias. (Kalish, Griffiths, & 
Lewandowsky, 2007).  
 

Accumulating Knowledge:     

If inductive biases shape the outcome of transmission so strongly towards people’s priors, the 

question arises of how do we overcome bias and accumulate knowledge about the true 

underlying data? If cultural evolution played out as described above, then we would have no 

means to achieve knowledge accumulation. Beppu and Griffiths (2009) explored how varying 

the source and nature of the information that learners receive affects the result of transmission. 

They used a function learning experiments in a similar style as Kalish, Griffiths, and 

Lewandowsky (2007). In the experiment there were three conditions comparing the analysis of 

the convergence properties with human behavioral data.  It starts with all agents sharing a prior 

distribution p(h), and there exists a true hypothesis h* for the starting function, in this case a 

quadratic function. The first learner then learns from true data d* sampled from p(d*|h*). The first 

condition, pure iterated learning, was the same as experiments in the previous section and does 

not lead to knowledge accumulation. We can imagine the real world scenario of someone 

learning only from the examples provided by people, such as language learning. The second 

condition, mixed data, allowed learners to view examples from the previous generation as well as 
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the true function. The nth learner therefore updates their beliefs through Bayes’ rule expressed as 

follows, p(hn|dn ,d
*) ∂ p(hn)p(dn|hn)p(d*|hn). Learners still approach the data with the same prior 

distributions, and as the Markov chain analysis predicts, they converge to the average of the 

posterior which depends on where the true data comes from. This means that each person is 

entering the learning situation with the same priors and viewing similar data as everyone else, 

that is, everyone is continually looking at the same biased attempts over the same unchanging 

data. The important point is that simply observing the behavioral data of the past generation 

within the context of the real world does not result in knowledge accumulation. If we think about 

the convergence properties, we can reason that accumulation could occur if the first learner 

generates their posterior from the real data, p(h0|d
*
0), and that this posterior becomes the next 

learner’s prior, such that the second learner’s posterior becomes, p(h1|d
*
0,d

*
1). If we continue this 

for multiple generations then the chain acts as one learner who can use all the accumulated data 

of previous generations, thereby converging incrementally to the true hypothesis and showing 

knowledge accumulation. They tested this prediction in their third condition, posterior passing, 

by predicting that this was like passing statements of belief to the next generation. In the 

experiment, the participants were instructed to write out statements of belief about the underlying 

function which were then viewed by the next learner in a chain. With these beliefs, the outcome 

tended to converge to the true hypothesis (Fig. 4).  

Only observing the behaviors of others is not sufficient for cumulative cultural evolution, 

and the key lies in learners passing their beliefs. This allows previous generations’ inferences to 

guide future generations given that future generations can represent these beliefs in their priors. 

As discussed earlier in the section on cumulative cultural evolution, it was theorized that sharing 

intentions and pedagogical reasoning powered the cultural ratchet. The current research on 
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cultural evolution hasn’t formally analyzed the impact of pedagogy on knowledge accumulation. 

For example, the mixed data condition may have different results in pedagogical contexts in 

which the learners not only know which examples came from the previous generation, but also 

that these examples were chosen by a teacher intentionally communicating their beliefs. 

Exploring the condition in which pedagogical contexts guide learners’ inferences and the 

implications for cumulative cultural evolution brings us to the current state of affairs.  

 

Figure 4: Representative chains with human participant data from the Beppu and Griffiths 
experiment (2009). The pure iterated learning conditions converged to the bias, the mixed data 
condition made no progress or loss, and passing statements of belief in the posterior passing 
condition tended to converge to the true function. 
 

Pedagogy and Cultural Evolution 

The basics assumption used in formal models of pedagogical reasoning is that teachers 

intentionally sample information to ease learning. The sampled information guides learners’ 

inferences to the correct hypothesis among the sea of competing hypotheses they could 

potentially infer from limited data. The learners, by understanding the intentional goals of the 

teacher, can add more weight to particular hypotheses, thus allowing stronger inferences than if 

they saw the same data generated randomly. Since cumulative cultural evolution requires some 

form of teaching, it is important we can develop a model accounting for intentional sampling.   
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There is strong evidence that people are sensitive to differences in data sampling, and this 

affects the strength of the inferences they can make (Tenenbaum & Griffiths, 2001; Xu & 

Tenenbaum, 2007). A major distinction is that people can make strong generalizations from 

limited data when examples are sampled from within a concept as opposed to data sampled 

within and outside the concept. For example, people can make stronger generalizations when 

learning a category like Siamese cats if all the examples are in fact Siamese cats instead of 

examples drawn from Siamese cats and animals that are not Siamese cats. The problem is that all 

the previous research focused on examples chosen randomly, and this does not reflect the 

intentional sampling that takes place in pedagogical contexts. Shafto and Goodman (2008) 

developed a pedagogical model that accounts for intentional sampling, but until now has only 

been used in experiments between individual teachers and learners. The following describes this 

model, some preliminary evidence, and finally an account of combining all of what has come 

into the preliminary tests on the effects of pedagogy on cumulative cultural evolution. 

Pedagogical Bayes: 

Shafto and Goodman (2008) define the two assumptions we must make for a pedagogical 

Bayesian model. The first concerns the goal of the teacher who must choose data that will best 

demonstrate the hypothesis that a learner must infer. The second assumption is formalizing the 

manner in which the learner, understanding the intentions of the teacher, updates their beliefs 

given the data was sampled in a purposeful way. Successfully framing this problem provides a 

rational account of pedagogical reasoning.   

 The perspective of the teacher is to purposefully choose some data, d, that maximizes the 

learner’s belief in the hypothesis the teacher wants to pass on. Ideally, a perfect teacher knowing 

the true hypothesis will generate data from a distribution Pteacher(d|h) in which the data chosen 



  Lewis 18 

maximizes the posterior of the learner, Plearner(h|d). That is, given some amount of examples the 

teacher can provide, which set of examples lead to the highest belief of the learner for that 

hypothesis. The teacher would then choose that set of examples. Choosing data to maximize the 

posterior is good for a teacher with perfect knowledge but works less well with realistic 

variations in how well the teacher understands the concept themselves. We can formalize this in 

our model using a soft maximization of the posterior probability: 

 

α lets us represent how strongly the teacher maximizes towards the posterior. When α = 0, the 

teacher is selecting data in the same manner as random sampling, and as α→∞ the teacher will 

choose increasingly better examples.  

 One of the strengths of Bayesian models is that we can adjust for different sampling 

methods by adjusting how we compute the likelihood of the learner, P(d|h). This will be useful in 

how we express how learners understand the intentions of teachers. The learner’s goal is to take 

the data generated by the teacher and update their beliefs. We can simply use Bayes’ rule to 

compute this by calculating the posterior of the learner, Plearner(h|d). Since the learner is aware the 

data is sampled by a teacher intending to teach, then we reflect this in how we compute the 

likelihood given by following the equation:  

  

In this way we have captured the recursive nature of the teacher and learner making assumptions 

about each other. The choices the teacher make depends on the posterior of the learner which in 

turn depends on the choices of the teacher and so on. Eventually this process comes to a fixed 

point from which the teacher can choose the best examples. Note that this is an attempt at 
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describing the outcome of a computational problem, and so it need not reflect the actual 

implementation of this process by the brain.    

Teaching Games: 

Shafto and Goodman (2008) began testing whether such a pedagogical Bayesian model was 

effective at predicting how teachers and learners behave. They used teaching games in which 

participants were placed in the roles of either teachers choosing helpful examples or learners 

trying to infer a concept with these examples. We briefly explain with a commonly used concept 

learning game involving rectangles (Tenenbaum, 1999; Shafto & Goodman 2008). In the game, 

the teacher must communicate a rectangle using points labeled as either inside or outside the 

rectangle (Fig. 5). The teacher can choose among a multitude of useful points, but intuitively 

some points seem much better than others. Given the examples come from a teacher it seems 

intuitive that learners infer rectangles that reflect the rationale behind the examples the teacher 

chose. If sampling points were random, then it could take a long time before learners received 

enough information to infer the true rectangle. This makes it clear that intentional sampling can 

communicate a concept even with as little as two examples. The model was tested against 

behavioral data and did in fact show the pedagogical Bayesian model was successful in 

predicting the behavior of teachers and learners in this simple pedagogical context.  

Using functions to examine the effects of pedagogy on knowledge transmission:  

The results shown so far have shown that pedagogy leads to stronger inferences and better 

learning and the effects of transmission can lead to errors in beliefs about underlying concepts. 

With the established Bayesian framework and the iterated learning model we have the basic 

means for examining cumulative cultural evolution with behavioral studies. It is necessary for 

the accumulation of knowledge that there exists high fidelity transmission across generations. 
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                                    (a)               (b) 
Figure 5:  (a) This shows scenarios of a rectangle game. Circles and Xs are possible examples, 
where circles are positive examples within the rectangle, and Xs are negative examples outside 
the rectangle. The first row shows a hypothesis that a teacher wants to communicate followed by 
two of many possible choices. The second row shows the examples from which a learner may 
infer the hypothesis followed by two possible guesses about the communicated rectangle. This 
example shows that some choices and inferences are better than others for communicating and 
learning concepts. (b) This compares the scenarios of randomly generated data from the beliefs 
of a teacher in the top graphic to pedagogically sampling information for learners. This style of 
information transfer is what we predict to be the key to high fidelity transfer and knowledge 
accumulation.  

 

High fidelity transfer requires that teachers and learners have a means for effective 

communication. In the remainder of this thesis we present a study assessing whether pedagogical 

reasoning improves the fidelity of knowledge transmission using a function learning experiment 

within the iterated learning paradigm. We know that functions converge to the linear bias in pure 

iterated learning environments. We are also interested in analyzing the rate of information loss 

depending on whether participants are working in a pedagogical context. We predict the 

pedagogical chains will show higher fidelity than the control group, thus there will be smaller 

error between the functions generated by individual members of a chain. Second we predict the 

loss of information will be attenuated within a pedagogical context, and so the pedagogy 

condition will converge more slowly to the linear function bias. This study provides us with 
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evidence for the preliminary conditions necessary for pedagogy to play a role in cumulative 

cultural evolution. Furthermore, it gives credence to the larger goal of developing models that 

provide a rational account of cumulative cultural evolution. Successful models could then 

provide a means for mediating cumulative cultural evolution by allowing computers to take 

active roles as teachers in communicating novel concepts for learners.  

 

Method 

Participants 

We collected data from 64 participants drawn from the Berkeley community. Participants 

received either course credit or 12$/hour as volunteers. Participants were arranged into iterated 

learning chains of eight people per chain. Participants were separated into two conditions, 

pedagogy and control, based on whether they received pedagogical examples. Both the pedagogy 

and control condition consisted of four complete chains, for a total of eight chains.   

Stimuli 

Participants completed the experiment on a computer in individual booths within a lab setting. 

Various phases of the experiment used some combination of horizontal and vertical colored bars. 

Refer to Figure 6(a) for an image of the general layout of the bars. All trials contained a blue 

horizontal bar at the top of the screen. The left edge of the bar was 7 cm from the left side of the 

screen and 3 cm from the top. The bar represents the x-value of the function and could range 

from lengths of 0.5 cm to 18.75 cm stretching across the top of the screen from left to right. 0.5 

cm corresponded to the x-value 0, and 18.75 corresponded to an x-value of 1. In training and 

testing phases the blue bar was fixed at a chosen length, and in teaching trials, the participants 

used a slider to adjust the blue bar to desired lengths that communicate a useful example. A red 
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vertical response bar was placed on the right edge of the screen. The right edge of the bar was 

5.5 cm from the right side of the screen and the bottom edge of the bar was 0.5 cm above the 

bottom of the screen. The red response bar is always adjustable along the same lengths as the 

blue bar and used to give y-value responses to x-values, or to give the corresponding y-value for 

the chosen x-value in teaching trials. Responses in all trials were recorded with a submit button 

on the right side of the screen. In training trials, a yellow feedback bar displayed correct 

responses appearing after participants submit their response. The yellow bar is of the same scale 

as the red and blue bars, and placed next to the red bar. The values for the true function came 

from a collection of 100 values evenly spaced between 0.005 and 0.995. The true function that 

participants learn from was f(x) = 4(x – 0.5)2 with a fixed range between 0 and 1 creating a 

concave up parabola, with f(0) = 1,  f(0.5) = 0, and f(1) = 1. Figure 6(b, c) contains some 

examples of how the bars represent the true function.  

 

 

     
     

                  (a)                                             (b)                                                (c) 
Figure 6: (a) This is the general layout of the experiment. The length of the blue bar at the top is 
the given x-value, and corresponding y-value is chosen by adjusting the slider for the red bar. 
The yellow bar shows the correct y-value for the given trial. (b) and (c) provide examples that 
show how the lengths of the bars coincide to points on the true function. This was added only for 
demonstrative purposes, and the participants never saw such a representation. 
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Procedure 

The procedure consisted of three phases for both conditions. The phases were training, teaching, 

and testing presented to participants in that order. The following describes each phase in depth. 

Phase 1 – Training:  The first participants in a pedagogical chain received 50 trials. Since there 

was no previous generation to learn from, they trained directly on the true function. For each trial 

they were shown a blue x-value bar generated randomly. Participants then adjusted the red y-

value bar and submitted their decision. A yellow feedback bar then appeared representing the 

true y-value. If participants chose correctly they moved on to the next trial, otherwise they had to 

adjust the red bar to match the yellow feedback bar. Responses were considered correct if they 

were roughly within one cm of the correct value. The first participant in the control group 

followed the same process. For participants besides the first in the chain, the training data are the 

x-values and y-value responses of the previous generations testing phase. 

In the pedagogical condition, all participants after the first began training with 5 

pedagogical examples from the teaching phase of the previous participant. Participants were told 

that these examples were chosen by someone with the intent of teaching them the relation 

between the bars. They were also made aware the choices did not come from a perfect teacher, 

but from someone who attempted the same task. The process was the same as normal training, 

except the x-values and feedback bar are intentionally chosen by the previous participant. After 

the 5 pedagogical examples, the pedagogy group continues to training in the same fashion as the 

control group. The 5 examples they received count towards their total training, and so they only 

receive 45 examples sampled from the previous generations test responses. The control group did 

not receive any pedagogical examples.  



  Lewis 24 

Phase 2 –Teaching: Participants in both conditions were asked to generate 5 examples with the 

intent of teaching someone about the relation they observed in training. They were shown an 

adjustable blue x-value bar for which they chose a helpful x-value. The red y-value bar then 

appeared and they were allowed to select a corresponding y-value. The selected x-value acted as 

the fixed blue bar in the pedagogical training phase of the next participant, and the selected y-

value acted as the yellow feedback bar, given the next member in the chain was in the 

pedagogical group.  The control group’s selections were not used.  

Phase 3 – Test: Both groups received 50 test trials in which they adjusted the red y-value bar in 

relation to the given blue x-value bar as in training, but they no longer received any feedback. 

These randomly chosen x-values and the participant’s submitted responses became the x-values 

and feedback bars for the 50 non-pedagogical training trials or the 45 pedagogical training trials 

of the next participant. The (x, y) pairs generated by the final participant in a chain represented 

the relation to which the overall chain converged.  

Results 

The data collected for each condition is shown in Figure 7 and 8. The pedagogy condition 

converged to a positive linear relationship in all but one of the chains, which converged to a 

negative linear relationship. It is expected given the results shown by Kalish, Griffiths, and 

Lewandowsky (2007) that negative linear relationships sometimes result. In the control condition 

only one chain converged to a positive linear relationship, two converged to a negative linear 

relationship, and one was coming close to converging but in the last three generations the 

participants began responding with y-values of .5 over a growing region of the domain. In 

general the responses are consistent with previous experiments, but not typical. The control 

condition disproportionately converged to rare outcomes given the previous research.  
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 The rare outcomes do not hinder our ability to measure fidelity. We performed a 

quantitative analysis for fidelity by computing the root mean square error (RMSE) between each 

generation’s test data and the previous generation’s test data. Each generation shared at least 25 

x-values with the previous generation. If there was no previous generation, then we computed the 

RMSE on the true function. Figure 9 displays the error for each generation’s test with respect to 

the previous generation’s test and includes the average for each condition. This shows the RMSE 

between generations’ tests in the pedagogy case is consistently lower than the control condition. 

This reflects our prediction that pedagogy will result in higher fidelity transmission. A two-way 

between subjects ANOVA was conducted, using Condition and Generation as factors. The 

results showed a main effect of Condition (F(1,48) = 7.64, MSE = 0.010, p < 0.01), a main effect 

of Generation (F(7,48) = 6.42, MSE = 0.010, p < 0.001), and no interaction (F(7,48) = 0.60, 

MSE = 0.010, p = 0.756). Generation and condition affect the behaviors of a particular 

generation thus demonstrating our prediction that pedagogy provides an increase in fidelity 

across generations. While our data allows us to analyze fidelity, our second prediction on the loss 

of information over generations was omitted because of limited data and many abnormal 

convergences. The analysis on information loss had interesting results but is not likely to reflect 

the outcome on a larger scale. We will have more to say about this in the discussion. 
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Figure 7: Iterated learning chains of participants in the pedagogy condition. Green points are the 
points used in training. Blue points are the examples given in the test phase. Red points are the 
pedagogical examples the learner chose. The blue points of any generation become the green 
points of the following generation excluding the last generation.  
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Figure 8: Iterated learning chains of participants in the control condition. Green points are the 
points used in training. Blue points are the examples given in the test phase. The blue points of 
any generation become the green points of the following generation excluding the last 
generation. 

 

1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Generation

R
M
S
E

 

 

Pedagogy Chain 

Control Chain 

1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Generation

R
M
S
E

 

 

Pedagogy Chain Average

Control Chain Average

 
         (a)                (b) 

Figure 9: Root mean squared error (RMSE) to the previous generation, or true function for the 
first generation, at each generation of iterated learning. The Pedagogy condition is plotted in blue 
and the Control condition in red. (a) RMSE for all chains. (b) Average RMSE for each condition. 
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Discussion 

Through an iterated learning framework we began testing the initial conditions required of 

pedagogy to be sufficient for cumulative cultural evolution. From past research we can conclude 

that pedagogy improves learning, and that knowledge transmission can cause errors due to our 

inductive biases. To support cumulative cultural evolution, pedagogy must also support high 

fidelity knowledge transmission as a minimal precondition. Using the developing models to 

guide our experimental design allowed us to analyze the implications of pedagogy for knowledge 

accumulation. Our empirical results show that pedagogy improves fidelity and is consistent with 

our prediction that it plays an important role in cumulative cultural evolution. This provides the 

initial evidence needed for developing further experiments to guide the models which may result 

in a rigorous formalization of the conditions under which knowledge accumulation occurs.  

 We also predicted that pedagogy would attenuate the loss of information as knowledge is 

transmitted across generations. Surprisingly, our result with the limited data was the opposite of 

what we predicted. Instead of slowing the rate of convergence, three out of the four chains 

rapidly converged to the linear function. The one other chain also converged rapidly, but to the 

negative linear function. If this result is typical, it implies that pedagogy may increase the effects 

of inductive biases. The limited data makes this difficult to analyze. Chain 3 (Fig. 7) came the 

closest to our prediction because many generations preserved a parabolic U-shape, and while not 

the norm, it is what we expected to see. The issue may lie not only in limited data, but 

experimental design. Learning a quadratic function is hard, and we typically see that in only two 

generations people began to converge to the linear function in either condition. Perhaps because 

of the difficulty of the task, the seemingly random relation that appears in the first two 

generations may cause people to latch on to the bias more quickly through pedagogical examples 
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as a way to regain structure. The results are interesting and could potentially lead to refinements 

in our understanding of pedagogical reasoning and the tasks that we use to test the phenomenon.   

 If future experiments and models successfully predict that pedagogy is sufficient for 

knowledge accumulation, this has strong implications for the theories of cumulative cultural 

evolution as described earlier by Tomasello, Csibra, and Gergely. This formal approach to the 

problem may in fact show the cognitive prerequisites supporting cumulative cultural evolution 

involve pedagogical reasoning. By exploring the conditions that support the cultural ratchet we 

are also providing a means for new computational tools in which computers can mediate cultural 

transmission through active teaching. Understanding the cognitions involved and the 

computational goals of cultural transmission is an important challenge for both theoretical and 

formal models, and both approaches must consider the discoveries of the other. Using computers 

effectively in this way has important implications for how we might learn, teach, and do research 

in the future.  

 The next steps are to extend this research to see if the results apply to other learning tasks 

such as concept learning. We can also start progressing towards experiments that uncover the 

conditions under which pedagogy results in cumulative cultural evolution as opposed to the 

biases we converged to in our design. We can then begin testing whether the mathematical 

framework can provide computer mediated cultural transmission. It could also be interesting to 

examine the nature of the examples that teachers choose in pedagogical contexts. 

Mathematically, the Bayesian pedagogical model proposed earlier is not identical to posterior 

passing, and so it may be worth asking how these models compare with the examples humans 

choose in more complex tasks. Memory may also pose a problem, and one might wonder what 

would happen if participants were allowed to continuously view the pedagogical samples as they 
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learn. It could be that in a difficult function learning task, the participants simply forgot what the 

teachers communicated after viewing multiple training examples. As for attenuating the loss of 

information, it may be worthy to ask whether people can attenuate loss in simpler learning tasks, 

such as using a negative linear relationship as the starting function. Perhaps we would see that 

pedagogical examples under this lighter load are more capable of preserving the original 

relationship than the control group.  

The primary result of this experiment is that pedagogical reasoning improves the fidelity 

of knowledge transmission, and this is an important first step in understanding the conditions in 

which cumulative cultural evolution occur. Improving our understanding of how knowledge is 

transmitted and changed through transmission becomes important as we extend our reach to the 

possibilities of social-computational interactions and greater understanding of the cognitive 

mechanisms that make us culturally unique. These are exciting first steps in discovering the 

possibilities of future successes of research for cumulative cultural evolution and the roles the 

computational models can potentially play in the cultural transmission. By uncovering our 

cognitive capacities we might not only discover what makes us unique, but how we can use this 

knowledge to impact how we interact with the world.  
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