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Limitations of Formal Models of Human Causal Learning and Reasoning 

Causality plays a central role in human cognition. Causal reasoning helps people answer 

a very important question, what makes things happen? It’s a fundamental philosophical issue 

about how and why things change given universal laws that perhaps is as important as noting 

things exist. Philosophically the existence of causality is in question. Perhaps everything is just 

bundles of energy deterministically playing out over time, and people are nothing more than 

automatons. This is not about philosophical claims, it is about the psychology of causal 

representation and intervention that humans possess regardless of the deeper philosophical 

questions. People represent the world as if causality is real, and that they are agents that can 

intervene on the world to bring about changes. It’s centrality to cognition has been often noted 

(Holyoak & Cheng, 2011).  This paper will explore causality and the ways that people perceive, 

infer and reason with causal structures. It will closely examine some formal models of causal 

reasoning, particularly focusing on Bayesian networks which currently are held in high regards 

as a normative theory of causal reasoning. Bayes nets elegantly capture many important aspects 

of causal reasoning, but this might come at a price for psychological explanation. Do people 

actually represent probabilistic dependencies similar to Bayes nets or do people rely on 

information outside of the normative framework that has yet to be explained formally? This 

paper will explore this issue finding that human causal reasoning does indeed rely on information 

and representations that fall outside of the best normative models.  

Causal Relationships 

 Causes and effects are found throughout human thought. For example, smoking causes 

cancer, coffee causes one to become more alert. The important point to note is that causes and 

effects are both events. Coffee, or more appropriately, the event of drinking coffee leads to 
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another event of raised alertness. The distinction of causes and effects is an important one, for it 

suggests states that can be changed, rather than static objects in and of themselves. Sloman 

(2005) points out that it is difficult for one to imagine a physical object causing another object 

because we think of objects statically, while causation occurs over time. Events imply changes 

and time which is an important quality of causal relationships that connect events together 

(Woodward, 2003). Changes imply some value that one is interested in, for example US 

spending on science, space, and technology in 1999: 18 billion dollars. If we wanted to view this 

change over time we could graph it, and potentially observe other events such as suicides that 

seem to change similarly as well (Fig. 1). Obviously one wouldn’t expect a causal relation 

between these two events for this is only an observation of changes that tells us nothing about 

why these values are related. A truly causal relationship would demonstrate correlated changes 

such as the one above, but this suggests something different about causal relationships that go 

beyond observations. Change is happening all the time in the world, and coincidentally 

sometimes values may change in ways that imply a causal relationship. As any scientists know, 

correlations do not imply causation, and experimentation is required to tease out causal 

relationships. 

 
Figure 1. Correlation of .99 between US spending on science, space, and technology and suicides by hanging, 
strangulation, and suffocation. 
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 The key to experimentation is manipulation, setting some event to a particular value, changing 

that value while holding all other important variables constant and examining the resulting event 

in each condition. If there is a change in the outcome of interest, then a causal relationship is 

likely to exist given appropriate experimental methodology. Sloman (2005) considers this a 

process of examining and making claims about two or more different worlds, one where the 

difference hinges on differences in an initial event. Outside of experimentation, people must also 

represent something that goes beyond observation because our mental worlds are filled with 

causal mechanisms.  

 The role of experiments in discovering causal relationships implies that there may be a 

logic underlying discovery of causes. It’s worth noting that standard logic appears to be 

incapable of capturing an important aspect of causal relationships, were one event increases the 

chances that another event will occur. Logically we could consider this in terms of modus 

ponens: If A then B, given A, therefore B. A major problem is that this form of logic requires 

necessity of an event B following A. Causal events are much more probabilistic. One might say 

clouds cause rain, but it isn’t always the case that given clouds we are guaranteed rain. Perhaps if 

we were omnipresent and could know all states of all things in the world we could make a 

deterministic judgment, but the world is complex beyond human reasoning, and therefore 

causality is viewed probabilistically. Some events are likely to bring about other events, but we 

can’t always be sure due to fundamental limitations in what people know. One major tenant of 

many causal theories that separate it from observation is that causal relations imply 

counterfactual dependencies (Pearl, 2000). Counterfactuals require going beyond merely saying 

that two change together. It is the notion stated earlier of statements on other possible worlds that 

could have existed had only something been different. The counterfactual assumption is one 
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where the outcome would not have happened if the initial event or cause had happened. This is a 

claim that goes beyond the descriptive nature of observations that only demonstrate what has 

occurred. Causation therefore goes beyond mere description, the relations tell us why things are 

the way they are, and how it might have been different otherwise. The big question 

psychologically is how people infer causes when essentially all that humans have at their 

disposal is observation through perception (Hume, 1739). While Hume may be correct that we 

can never directly observe causal relations, the logic and assumptions of causal theories allow 

some insight into causal relationships that go beyond observation through interventions that help 

people discover causes and their effects by examining how the world could be otherwise. The 

basis of these theories carry more fundamental assumptions that give a logic to causation that can 

be found in many texts (e.g. Woodward, 2003; Sloman, 2005). The assumptions are that causes 

are supported by mechanisms that may cause, enable, disable, or prevent changes in effects. 

Causal relations feed forward in time so that causes precede effects: clouds cause rain, and not 

the opposite. Finally, if an intervention takes place through agency that exists outside the causal 

system, then this changes an outcome, but interventions do not affect previous potential causes or 

anything in the past: If I unplug a coffee machine right before it started, I prevented the outcome 

of drinking coffee, but that does not affect the preparation of the coffee.  

 In philosophy causal theories have not always been so clear cut, and this leads to a 

number of problems. Mumford and Anjum (2014) laid out a number of classic examples that 

have riddled philosophers about the proper defining characteristics of a causal theory. For 

example, suppose two children, Nick and Greg, both threw rocks at a bottle with perfect aim. 

Greg’s rock reaches the bottle first and it shatters. For people, it is clear that Greg’s rock was the 

cause of the breaking. Yet, counterfactual evidence requires that if Greg’s rock hadn’t been 
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thrown, the bottle wouldn’t break. In this example the bottle would still break even if Greg had 

not thrown his rock, and so through the counterfactual assumption, Greg’s rock throwing is not a 

cause. How does one deal with effects that occur regardless of whether one acted or not? We 

could include an extra notion to counterfactuals that rule out other causes that are sufficient in 

the counterfactual world, but even then there is another problem. Counterfactually ruling out 

sufficient causes for both Nick and Greg suggests that the two children were both causes of the 

bottle breaking. Some philosophers attempt to get around this by noting the need for finer 

grained causal pathways that may boil down to physical laws (Mumford & Anjum, 2004). 

Sloman (2005) noted that causal pathways though do not bring one closer to a definition of 

causation because one is imply defining causation as a causal pathway. Perhaps one can appeal 

to physical forces, but this doesn’t seem to capture much of human causal reasoning that doesn’t 

resort to intricate pathways. Sloman (2005) noted a possible solution from a somewhat 

complicated definition from the work of J. L. Mackie (1980).  Mackie said that whenever some 

causal event occurs, there are a number of other things or events that are true as well. There is 

more to the reality than the notion that someone threw a rock. If everything is in place and the 

world aligns, then this setup is sufficient for the effect. Throwing the rock in and of itself would 

be insufficient, there are many other critical things that need to happen and collecting these 

events make a cluster or set of which rock throwing is a critical member. Rock throwing is 

necessary for the set of events to be sufficient for breaking the glass, but the set is unnecessary 

for the effect because there may always be another cluster of sufficient conditions. In this sense 

Nick’s rock is not a cause because the unnecessary yet sufficient alignment of the world was not 

complete, the bottle had already broken. Greg’s rock affected Nick’s sufficient cluster by 
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disabling an important piece required to make it sufficient. Later we will see how Bayes nets 

help graphically represent these puzzling situations in simple ways.  

Causal Learning in Psychology 

 Humans act as causal agents in the world. They are not passive observers, instead they 

take actions to intervene on the world to understand how and why things work, why they behave 

as they do, and to induce change. People have deep beliefs about causal structure, and make 

causal inferences in a variety of verbal explanations even when not required (Kahneman & 

Tversky, 1981). There are a number of requirements though for a theory of human causal 

reasoning. First people must understand that event outcomes are probabilistic. That effects do not 

bring about changes to causes and effects further do not come before causes. Causes and effects 

are structured in time. Causal reasoning allows people to answer why things happen, and allow 

for imagining things as they might be otherwise. This ability grants people predictive power over 

their environment and to act on the world to examine what changes come about. Causal 

reasoning comes naturally to people particularly over forms of formal logic. Cummins, Lubart, 

Alksnis, and Rist (1991) demonstrated such causal attributions by providing participants with 

logical arguments that had a causal nature. While these arguments were similar logically, for 

example modus ponens, participants judged certain arguments as more likely. For example: 

If my finger is cut, then it bleeds. 
My finger is cut. 
Therefore it bleeds. 
 
 
If I eat candy often, then I have cavities. 
I eat candy often. 
Therefore, I have cavities. 
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Cummins et al. (1991) found that people were more willing to accept the first argument then they 

would the second. One explanation is that people draw on prior causal knowledge, and in the 

first scenario there are fewer possible other likely causal accounts that might explain why else a 

finger might possibly be bleeding. In the second, other easily available sufficient causes compete 

with the given event, and so it seems more likely that cavities could arise from some other event. 

They found similar results in a variety of logical forms demonstrating that people appear to be 

reasoning from likely causal mechanisms rather than conforming to the logical structure. In 

summary, people impose causal frames to help them understand the world (Sloman, 2005). The 

following will examine some of the psychological evidence that has helped guide theories of 

human causal reasoning.  

Perceptual Causation 

Fuson (1976) summarized the work of Piaget’s (1930) studies on the causal reasoning of 

children. While Piaget doesn’t account for any process or mechanism, he notes that causal 

explanations take time to develop. He argued that very young children are unable to separate 

their psychological reality from external reality. There is some notable behavior from conducted 

interviews with children through various stages of development. The responses of children could 

be summarized as objects in the world change due to some agency (balloons want to fly), they 

change due to the child’s agency (clouds move when I walk), or agency for the benefit of people 

(the sun wants us to be warm). Research has shown though that even infants perceive and are 

sensitive to causal events. For example, Oakes and Cohen (1990) demonstrated that infants as 

young as 10 months could discriminate between events based on causality in object collisions. 

Furthermore infants are also sensitive to environmental constraints that affect the behavior of 

objects, such as moving balls (Spelke et al., 1994). The important point to take away from 
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Piaget’s studies though is that children throughout development show a strong preference for 

representing agency in self and other objects when providing causal explanations.   

 The infant studies noted in the previous paragraph leads to a consideration of causal 

perception in general. The research of Brian Scholl examines how people interpret causality from 

perceptual scenes. The basic phenomena come from participants viewing displays of animated 

two dimensional shapes (Scholl & Tremoulet, 2000). For example, the experiment might present 

an unmoving green circle in the center of a display. From one side of the display, a red circle 

begins moving toward the green circle. When the red circle comes in contact with the green 

circle, the red circles motion stops, and the green circle begins moving in the same direction. 

Nothing about the display itself implies causation, it is just a series of pixels changing colors. Yet 

when people view these animations they cannot avoid expressing or believing that the red circle 

caused the green circle to move. Scholl and Tremoulet (2000) note the importance of this 

phenomena in that the causal interpretation from perception appears automatic, instant, and 

people are unable to resist the causal attribution. They suggest that the visual system may infer 

causal properties much in the same way that the visual system infers three dimensional shapes. 

This study and others explore the various conditions that result in people attributing causal 

relationships through manipulations of distances between objects and the timing of effects. It is 

typically found that existing distances between objects or temporal lags reduce chances of causal 

attribution. Scholl and Tremoulet (2000) additionally examined the perceptual attribution of 

agency through a replication of a classic study by Heider and Simmel (1944). In this and similar 

studies, geometric shapes may move in ways that suggest behavior, such as following, chasing, 

or opening boxes. People tend to attribute causal agency and intentional behavior when viewing 

these animations. Furthermore, infants can begin to perceive objects with states that cause 
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behavior as early as nine-months of age (Csibra et al. 1999). This further emphasizes the 

importance of representing agency in causal reasoning.  

 The original finding of perceptual causality was surprising to many, but the basic findings 

are now well accepted (Danks, 2009). As noted before, even infants may have some form of 

causal perception. Furthermore, infants also appear to represent goal directed agency in humans 

that they don’t attribute to objects. For example, infants expect that an object will move when 

contacted, but that humans will not (Woodward, Phillips, & Spelke, 1993), and that human hands 

are goal directed in movement, but metal claws are not (Woodward, 1998). Returning to basic 

perceptual change research, there are number of additional interesting findings. For instance, 

context can affect attributions of causality. In a study by Scholl and Nakayama (2002), they 

found that an event that can be viewed as non-causal (and potentially causal as well) switches to 

an uncontrollable causal attribution if a similar robustly causal event occurs concurrently. 

Similarly, infants have been shown to be sensitive to contextual effects (Newman, Choi, Wynn, 

& Scholl, 2008). 

 The above findings suggest that perceptual causal processes may be innate rather than a 

learned process that occurs post perception. Innateness led to views of causal abilities for domain 

specific modules, but this raises a number of questions as suggested by Gopnik and Schulz 

(2007). Specifically, domain modules brings into question how researchers identify particular 

causal relations for individual domains, or how inferences can cross domain boundaries, such as 

physical events causing psychological effects. On another note, the fast automatic processing 

depending only on visual input further suggest that causal perception is modular. Furthermore, it 

is not possible to modulate these perceptions through top down control and may arise from 

different brain structures than judgments (Fonlupt, 2003). Some further argue that perceptual 
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causal reasoning achieves accuracy from dedicated processes working on constraints afforded 

from the environment (Leslie, 1994). While on the surface, causal perception has the right 

properties, but fMRI studies suggest largely overlapping brain regions in causal perception tasks 

(Fugelsang & Dunbar, 2005). Additionally, there are no known cases of brain damage that 

selectively affects causal perception other than a complete loss of vision (Danks, 2009). It does 

not appear that there is a distinct processing module for the basic phenomena. Perceptual 

causation does not create a full picture of human causal reasoning, just an important piece. The 

following will examine more evidence on another type of causal learning.  

Causal Inference 

 We turn now to another type of causal learning, one that does not necessarily share the 

same automatic perceptual like properties found in the previous section. In general this concerns 

the complex connections of events in our environments and the ways they connect that allow us 

to predict and control the environment. For example, I know that if I turn a light switch the effect 

of that action will be another event, such as the light turning on. While that scenario could be 

learned through perceptual causal learning, there are many other causal relations that do not 

share this spatiotemporal character. For example, if one gets very sick there aren’t clear temporal 

or spatial causes of this event. Perhaps it was because of something I ate, or a flu that is going 

around. Causal inferences of this type are not as obviously perceptual. Of course the events are 

perceptual, but causal connections especially of the type that doesn’t contain clear spatial or 

temporal information are not observable and likely involve higher level cognitive abilities, with 

the possibility of interactions between perceptual and non-perceptual (Danks, 2009). The notion 

of unobservable causal connections led to Hume’s (1739) early concerns about how people 

might infer causality simply from observing events. Hume clarifies the problem by taking the 
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example of a new single event, perhaps a switch in a particular position. If one experienced this 

for the first time, then there is no way to know what follows from that event. That is, the 

perceptions alone give us no causal information, but then that raises the question of how people 

develop causal structures when perception is the source of the structure. The problem as Hume 

noted is that even if we associate two events, for example the switch is followed by a light, there 

is still no rational or physical basis for believing that this association will always hold. It appears 

that humans infer causality from frequent conjunctions, with no reason for causal connections. 

Hume then argued that causation comes from the mind that sees event sequences, and only 

through repetition one imagines or expects through feeling and habit that they are connected, but 

ultimately it may just all be coincidence. It is important to note that Hume did not believe that 

sensory information contains causal relations, though the previous section on causal perception 

suggests otherwise. Still, we turn to the more complex causal inferences that may or may not 

involve spatiotemporal information.    

Regardless of the deeper philosophical notion of whether causes exist, people represent it 

and make inferences based on this structure. For humans, the world is filled with causal 

mechanisms where events give rise to other events through cause and effect. How people do this 

has been a major interest to psychologists, and a number of models for causal reasoning have 

emerged. Describing causality was difficult from a philosophical standpoint. Formally, deductive 

logic and inference was an important development, but it relied on the certainty of premises. 

Inductive inferences are probabilistic, and required a formalization that allow patterns of 

evidence to make hypotheses more or less likely with the ongoing possibility of being falsified. 

That is, as formal account must allow for uncertainty in judgments. Before examining formal 

models, we begin by examining typical experimental paradigms for human causal inference.  
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Experiments tend to take the form of situational events, with various potential causes that 

may or may not be present, and the effects in the form of other events may also be present or 

absent. For example, for potential causes participants might examine scenarios through some 

cover story such as various drugs that a person may have taken. The event in question may then 

show whether or not there was an effect such as a cure. Experiments can also be controlled with 

cover stories that prevent excess prior knowledge (Danks, 2009). There may be additional 

viewing across many people or the same event multiple times on the same person. These 

complex structures can be captured nicely as cubes (Fig. 2). Note that these events are not 

spatiotemporal, but rather a matter of rates of occurrence in a population. The goal of a learner is 

to try and discover which causes may be actual causes. There are formal probabilistic methods 

for solving the likelihood of such causal connections, but the interest is on human cognition, and 

what processes support causal inference and the strength of causes from correlational data. These 

experimental paradigms also include various other designs that may include spatiotemporal 

information (Buehner & May, 2002), or active manipulation of stimuli (Sobel & Kushnir, 2006). 

After some viewings of causes and events, participants are then asked to provide judgments of 

the likelihood that particular events cause or prevent other events.  

 
Figure 2. Patterns of information demonstrating a main effect for person 1 adapted from (Cheng & Novick, 1990).  
 

If we want a theory of causal inference, we need to consider what information people use 

to make causal judgments. The section on perceptual causality suggested that temporal and 
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spatial cues guide some forms of causal inference. The approach typical in psychological 

theories is that people use covariation information, how two events change with each other, to 

identify causes. Many important models developed theories along these lines, but it important to 

note a few studies that suggest covariation may not be everything. As Ahn, Kalish, Medin, and 

Gelman (1995) noted, just because a person can use covariaton data, it does not necessarily mean 

that is where they search when judging causal relationships. By asking people to indicate the 

type of information they would like to receive to infer a cause, most people ask for evidence on 

underlying mechanisms that might support their beliefs. Similarly, in subject’s explanations they 

tend to describe events through mechanistic terms. Also, Shultz (1982) found similar evidence in 

preschoolers. He found that young children prefer mechanistic explanations even when the data 

implies otherwise. For example, objects with perceived obstructions were thought less likely to 

have an intended effect than an unobstructed object, even if the evidence supports the obstructed 

object. While people may prefer mechanistic knowledge and explanation, these ideas did not 

have much impact on the major focus on covariation in causal inference. The following will 

review some of these formal approaches.   

Models of Covariation 

 The first type of models presented are associative models. That is, causal links between 

events may simply be the associative strength between two events. The reasoning behind these 

models emerged from the animal literature, where it has long been known that animals can 

associate events with outcomes (Skinner, 1948). Even human babies have been shown to be 

sensitive to associative learning (Rovee-Collier, 1980). Humans and non-humans have been 

shown to have these Pavlovian behaviors that associate events even if they aren’t adaptive 

(Shanks, 1995). Errors in associations could also explain common biases to judge events as 
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causal even when that is not the case (Kahneman, Slovic, Tevrsky 1982). Humans further 

demonstrate an ability for instrumental conditioning, where associative events can be linked 

through intentional action (Danks 2009), which can also be observed in babies’s actions at 9-

months (Meltnoff, 1988), and recognized in other’s interventions at 18 months (Meltzoff, 1995). 

Learning through an error correction process  

Rescorla and Wagner (1972) created a model to describe how associations form in 

Pavlovian like learning. The model has two major assumptions, the first being that learning 

occurs under surprising conditions, that is if one doesn’t expect an event then it will be learned. 

The second is that expectations depend on prior learning. If there has been no prior learning than 

expectation equals zero. Under zero expectation, a following event will be unexpected and 

therefore surprising, leading to a strong association. Over time, learned associations of high 

expectation implies low surprise, and therefore smaller increases in association. In brief, low 

expectations lead to higher learning, high expectations contribute little learning, and learning 

stops if one has complete certainty. A simple version of the Rescorla-Wagner model is specified 

as follows: 

                                         ∆𝑉𝑉 =  𝛼𝛼𝛼𝛼(𝜆𝜆 − ∑𝑉𝑉)                                  (1) 

This simply states that the change (∆) in the prediction (V) depends on how surprising an event is 

which is computed by what happens (λ) minus expectation (∑V). Typically λ is set to 1 or 0 

depending on whether an event was observed or not respectively. The salience of the cue or 

conditioned event is represented as α, and the speed of learning is determined by β. As applied to 

causal learning, the model has been successful at predicting large number of phenomena in the 

animal learning data, such as blocking, conditioned inhibition, extinction, and overexpectation 

(Miller, Barnet, & Grahame, 1995).  It has further been implemented in some models of human 
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causal learning (Gluck & Bower, 1988). Yet, there are a number of findings that go against the 

assumptions of the model as reasonably explaining human causal inference. Miller, Barnet, and 

Grahame (1995) summarize many of these findings such as the models inability to spontaneously 

recover associations with no training, after the association had been fully lost or extinguished. 

The model predicts that if an association is lost, it can only be regained through training. Gopnik 

et al. (2004) further noted that the Rescorla-Wagner model cannot account for combinations of 

causes to produce effects. 

 Some of the problems with models like Rescorla-Wagner were resolved in the 

Probablistic Contrast (PC) model of Patricia Cheng (1997). The model similarly relies on 

observation of correlated variables, but added the notion that people may treat covariation as a 

sign for causal power between variables. In the model, similar in ways to associative models, 

Cheng uses the contingency ∆P that relates whether a given effect and a candidate cause are a 

generative relationship (∆P is positive), an inhibitory relationship (∆P is negative) and otherwise 

non-causal. ∆P is computed by the probability of an event e given a possible cause i minus the 

probability of the event given the absence of the cause: 

                      Δ𝑃𝑃 = 𝑃𝑃(𝑒𝑒|𝑖𝑖) − 𝑃𝑃(𝑒𝑒|~𝑖𝑖)                      (2) 

As noted, this is still a correlational account of the data, and this is not sufficient for people to 

make causal inferences because events regularly follow each other coincidentally. Cheng argued 

that some perceived covariation can be given causal interpretations, while other can remain 

correlational. She was trying to answer the question of what takes people from their observations 

to causation, if all they have are perceptual observations. Cheng noted that a priori knowledge 

may act as a framework that allow for causal interpretations. That is, people do not infer a causal 

relationship unless there is a known generating source or mechanism. She notes that causes have 
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a certain power, like the sun has the potential power to generate an effect of one feeling warm, 

while the sun rising correlating with rooster crows does not have the same notion of power. This 

notion does pose some difficulties though, because how does one define power without a circular 

argument that they are causes, and unless they are innate experiences, how does one distinguish 

power from non-power? This is largely left a mystery. Cheng achieves a calculation of causal 

power under a number of assumptions. First, there may be any number of potential causes that 

can bring about an effect, and these causes contribute to the effect independently. Further assume 

that there are no hidden causes that could bring out a change in the event. Finally, assume that 

there is no interaction between possible causes. Since the effect could be caused by alternatives 

to the one of interest, then one can find the probability of an effect in the absence of other causes: 

                                   1 − 𝑃𝑃(𝑒𝑒 |~𝑖𝑖)                                       (3) 

This probability can then be used to compute the causal power p that a cause has on an effect: 

                                      
Δ𝑃𝑃

(1 − 𝑃𝑃(𝑒𝑒|~𝑖𝑖)
                                   (4) 

This provides the ability to calculate the causal power given no other present causes, and as the 

effect of other causes increases, the estimate of causal power of a particular effect will decrease. 

While the model allowed for predictions of causal power between observations, it still has 

trouble accounting for human causal knowledge. Like the Rescorla-Wagner model, it doesn’t 

provide any insight into decisions on which events are causes or effects. It also relies on prior 

knowledge and a notion of power that is somewhat vague and undefined, other than Cheng noted 

that there must be some kind of truth behind. This assumption though does not offer an 

explanation of how people might learn about causal relationships without prior knowledge or 

innate capabilities, which people appear able to do. These observational models were soon 

overshadowed by a formal account that could account for many of these related problems.  
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Bayesian Networks for Causal Reasoning 

 Researchers noticed that an important aspect of causal reasoning may be missing from 

the models previously presented. Previous models focus solely on causal strength or associations, 

but do not explicitly mention causal structure. Strengths may implicitly suggest structure (Danks, 

2009), but models have been shown to be insensitive to causal structure (Danks, 2007), and that 

large amounts of behavioral evidence suggest that humans are sensitive (Griffiths & Tenenbaum, 

2005). Another problem is that the models are based on observation. This creates a situation 

where observed cases are their naturally occurring values. This is related to correlations, for 

example the Rescorla-Wagner model and PC model make no distinction between causes and 

effects, that is, there is no way to decide which cue is a cause, or if either are causes, or if they 

have common causes (Gopnik & Schulz, 2007). Causal reasoning is more than mere 

associations, and furthermore they do not appear to be representations of correlations. Causal 

relations are distinct in that they asymmetrically support interventions from agents (Sloman, 

2015), that is manipulations of causes change effects, and effects do not change causes. Human 

agency is likely a large support towards causal learning. If one flips a switch and observes a light 

turn on, this is a much different learning scenario from observation alone.  Danks (2007) 

provides an example that one may infer someone smokes from observing nicotine stains on their 

fingers, but if one actively stains another’s fingers the causal inference is not the same. They key 

point is that manipulations of variables changes the underlying causal structure, and that the 

models thus far do not explicitly represent this psychologically important aspect of causal 

inference. Manipulations of variables allow one to infer the possible underlying structures by 

examining the resulting changes in other variables which narrow down the possible underlying 

structures and the direction of causality. Additionally, humans have been found to perform at 
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higher levels when they are allowed to manipulate causal systems over observation (Steyvers, 

Tenenbaum, Wagenmakers, & Blum, 2003; Sobel & Kushnir, 2003). For example, Steyvers et al. 

(2003) had participants view aliens thoughts and must infer whether a specific alien had mind 

reading abilities. There were only two possible causal structures, and they found that while 

participants performed well on observational data, it was still far from an optimal performance. 

When given active participations, they inferred the causal structure more successfully. Many of 

these findings backed formal accounts of causal inference that was initially put forth by Spirtes, 

Glymour, and Scheines (1993) culminating over time into Judea Pearl’s more complete account 

(2000). This approach uses the language of Bayesian networks to represent causal systems as 

graphical probabilistic models. Bayes nets are unique to other models in that they make structure 

and intervention explicit, which was not considered in past models. Furthermore, accounting for 

learning from active manipulations falls naturally out of the framework. They allow one to learn 

and determine the certainty of causal beliefs through Bayesian inference on representations of 

causal strength and structure. While Bayes net have proven to be an excellent normative 

framework, as a caveat it is worth noting that the psychological reality of Bayes nets is less clear. 

For example, one may use a calculator to perform mathematical tasks they could perform 

themselves, but this does not imply one performs the tasks in the same way as a calculator 

(Sloman 2005). The success of Bayes net as a tool in various professional activities further 

suggests that people use them because they are incapable of performing in as quantitatively 

precise of ways. Yet, Bayes nets have played important roles as accounts for human causal 

inference, and before considering the psychological plausibility, the following will examine the 

basic formulation of Bayes nets.  
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 Creating a causal graph first involves examining some causal system as it exists in reality 

in order to create a representation of the system. For example, one may be interested in the 

causal factors involved with body fat which in turn may lead to various diseases. The next step 

would be to select from the world, known events or causes that affect body fat, for example, 

activity levels, diet, or age to name a few. In a Bayes net, events or states such as these are 

represented as nodes that in turn represent random variables X = X1, X2,...Xn.. Causes are the 

event nodes that lead to effects, and this structure is represented by arrows, or directed links, 

between the events. In the above example the factors that affect body fat are linked with directed 

arrows, and body fat is linked to diseases, as seen in figure 3. The links represent the various 

direct dependencies between variables. The causal link relationship can be deterministic, in that a 

cause always produces an effect, or they can be probabilistic where causes happen but with some 

uncertainty, as is common in the world. For example, age may lead to body fat, but age is not 

always a sufficient cause. In INUS terms, age is but one factor in a cluster of conditions that are 

sufficient to bring about an effect. If we aren’t sure or don’t know the other factors that create a 

sufficient structure, then we expect these probabilistic causal relations. Furthermore, causal links 

can generate or inhibit effects, and the relationships may be linear or nonlinear. Finally, graphs 

are typically assumed to be acyclic, that is, causal arrows cannot point back from effect to cause. 

After finding the variables of interest, one must specify the values that they can take. For 

example age could take on integral values (45, 46, 47 etc.), or discrete groups (young, middle 

ages, old), or nodes could also represent Boolean values (True, False). What matters is that the 

graph has enough detail for ones purposes. Providing all of these elements in graphical form 

provides a parameterization of a causal graph. 
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Figure 3. Graphical structure of a Bayesian network. 
 
 
 The next step in creating a Bayes net is to quantify the relationships between nodes by 

specifying conditional and marginal probability distributions. If a node is represented without 

any causes linked into it, such as diet, then we find the marginal probability p(diet) for each 

value of the random variable. For example, if the variable were binary (good diet, bad diet), then 

we require the prior probability of either diet in the population. Nodes influenced by other nodes 

instantiate a parent set that gives all possible combinations of the values that affect the node of 

interest in the form of conditional probabilities for example, p(body fat | diet, age, activity), and a 

single instantiation from the parent set might be (good diet, young, low activity). From each 

combination we then note the probability distribution. If a path in the graph doesn’t exist, there is 

no need to list the probability distribution. That is, it isn’t necessary to know p(body fat | shoe 

color) as shoe color does not have any causal relation to obesity. The last example brings up an 

important constraining assumption of Bayes nets. Models of Bays nets require that no 

dependencies between nodes exist other than those represented in the causal graph. This 

assumption is known as the Markov property, which allows for simplifications to the modeled 

system. While any joint probability distribution can exist among all variables, it is preferable to 

reduce complexity by considering only dependencies that are represented in the structure. 

Independence is qualitatively the most important information because it simplifies graphs and 
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reduces the amount of represented probabilities thereby making calculations easier (Sloman, 

2005).  

 The graphs and probabilities lead to a number of important properties and predictions of 

human behavior and reasoning. For example, interventions through agency can be represented as 

a DO operator, which means a particular node has been set to a particular known value. This 

operation renders all causal links leading to the set node as meaningless since no inferences can 

be drawn from a value manually set. This is the same reasoning mentioned earlier that applying 

stains to someone’s fingers renders all other potential causes as uninformative. If we imagine 

that we were somehow able to directly manipulate and increase one’s body fat such that they 

were obese, the do operator would work as seen in figure 4. This can allow for counterfactual 

inferences by observing what happened under a condition, and then manipulating the graph to 

show what would have happened had things been different. The effect of action renders other 

competing causes as irrelevant. This method does not allow for inferences to be made in the 

opposite direction, though there are minimal network theories that do not assume the removal of 

causal links, thereby allowing backward inferences (Hiddleston, 2005). Reasoning in general can 

occur through knowing particular values of variables and updating the graph given observations 

or interventions.   

 
Figure 4. Application of a DO operator on a Bayesian network 
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Reasoning does not have to be from causes to effects, for example one could know that a person 

has high body fat which will provide evidence that updates the belief in possible causes. That is, 

effects can be diagnostic of causes. Furthermore, if one of the causes is known, it reduces the 

probability of other competing causes, for one cause accounts for the result making others less 

likely. Of course, one can also observe causes that update beliefs about body fat and potential 

disease. Essentially, any observation or interventions along any node will lead to the proper 

readjustments of beliefs to other nodes given their causal relationship.  

The question arises on whether people are sensitive to the properties and assumptions of 

Bayes nets, particularly intervention through a DO operator. In a study by Sloman and Lagnado 

(2005), they manipulated whether a cover story of a causal mechanism was presented as an 

observation or as an intervention of a simple A → B causal graph. The mechanism was a 

machine A if running will cause B to move. In both conditions, if A was prevented from action 

or observed to be off, participants were likely to judge that B would also be prevented from 

moving. The key evidence is to ask what happens if B is observed to be not moving versus B was 

explicitly stopped. If it were an observation the model would predict that the likelihood of A 

must be lower, but an intervention cuts A off from consideration so the model won’t update its 

prediction and would predict that A would still be running. This is what they found in the human 

data as well, providing support that people “DO”.  

  Overall Bayes nets allow for accounts of representation and learning that potentially 

allow people to make accurate predictions from causal structure as well as learn causal structure 

from the evidence inferred from possible underlying structures given evidence. Danks (2007) 

noted that Bayes nets are an excellent representation of manipulation, and natural account of 

learning from observation and manipulation that previous models could not capture. These 
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models fit human inference patterns very well, but they may be limited in explaining everything. 

Bayesian views are exclusively based on probabilistic relations, and do not take into account 

other considerations such as mechanisms, narrative, and simulative reasoning that humans might 

perform (Sloman & Lagnado, 2015). If further undercuts people’s perceptual causal abilities and 

their reliance on spatiotemporal information (Lagnado, 2011). This has led to a basic concern 

among researchers that humans aren’t likely computing probabilities as if they were Bayes nets, 

and that many other aspects of causal reasoning are not captured in the model. The following 

will examine the psychological evidence supporting the limitations of Bayes networks as an 

explanation for human causal reasoning.  

Limitations of Bayes Nets as an Explanation for Human Causal Reasoning 

This section will examine a number of limitations that demonstrate that Bayes nets 

cannot fully account for human causal reasoning and learning. First, the assumption of 

backtracking noted earlier has been challenged by some researchers. Rips and Edward (2013) 

were able to demonstrate that under some conditions people do in fact backtrack, and so Bayes 

nets cannot be the full story. Though they further found that backtracking cannot account for all 

of the data. People appear inconsistent with their use of a DO operator to cut links or to reason 

backwards to causes. Gerstenberg, Bechlivanidis, and Lagnado (2013) demonstrated that 

instructions matter. They use a scenario with two shooters in a firing squad that are about to kill 

another man. The shooters respond to a fourth person who signals them to fire with a whistle. 

Participants are asked to reason if the man would die if one of the shooters had not shot him 

(counterfactual). With Bayes nets, knowing that one did not shoot cuts of links, and so the model 

assumes that the whistle still sounded, and the other man shot. Backtracking would allow for one 

to consider why the first shooter did not fire, leading one to reason that the whistle had not been 
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blown, and therefore the man had not been shot. They found people can reason both ways 

depending on whether they are questioned about the causes that led the shooter to not take 

action.  This points out that people may cut off links because under normal circumstances 

previous causes are not relevant, nor would they normally change, but if people attend to them 

they may think about how they fit into a narrative (Sloman & Lagnado 2015).  

 Let’s examine another issue. Bob has cancer, and we want to assign a cause for why this 

state of affairs came about. There are many possible causes for cancer, and yet people easily 

assign causes out of a sea of possibilities. If one knew he smoked, they might link that as a cause, 

and this is a difficult aspect of human reasoning to capture in a Bayes net. If we look at the 

counterfactual, he didn’t smoke, would Bob still have cancer? There are plenty of reasons to 

believe he might, and yet people still readily make causal attributions. One missing aspect of 

relying on dependencies are mechanistic processes, and studies do show that people prefer 

mechanistic explanation over dependencies when assigning causality (Walsh & Sloman, 2011).  

That is to say, people want to be able to point to a causal path that connects causes to effects, 

perhaps through some physical process that transfers force or energy (Mumford & Anjum, 

2013). Though there are known problems with physical process accounts as well. Shaffer (2012) 

demonstrated that many causal links go beyond direct connections to physical processes, 

particularly when describing people actions as causes. It is not simple to point to a process if one 

said Melody’s anger caused a car crash. It is possible that the answer lies somewhere in-between 

such as found in the research of Tania Lombrozo who examines how under mechanistic 

circumstances people rely on processes, but act differently when thinking about agents satisfying 

goals (Lombrozo, 2010). Whatever answer underlies human causal attribution, these findings 

suggest behaviors that dependencies alone can’t explain.  
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 Bayes nets face another major problem when it comes to explaining the order of 

reasoning. Imagine you are presented with the word spark, and then after some time presented 

with the word fire, and finally asked if the words were causally related. Now imagine you are 

presented with word tide, and after a period of time you see moon, and are asked if these are 

causally related. The answer to both is yes, and a Bayes net would make no distinction between 

the two, and yet people when presented first with the effect before the cause are much slower at 

verifying the causal relation (Fenker, Waldmann, & Holyoak, 2005). It appears that people prefer 

reasoning in a causal direction that is related to how things might play out in time. White (2006) 

argued that people have a strong inherent bias of causal asymmetry in their reasoning, even 

under conditions that give them no good reason to perform as they do. He further argues that 

causal asymmetry is pervasive in perceptions, judgments, and beliefs and that it is based on an 

underestimation of an effects contribution to its own state and on the state of the cause. This bias 

helps explain somewhat how people decide between what events are causes versus which events 

are effects. For example, if a golfer hits a ball that bounces off a tree and into a squirrel that was 

also running, one doesn’t attribute the state of getting hit to the squirrel’s behavior. Causal 

attribution occurs even though from an observational view one couldn’t distinguish which was 

event was the cause and which was the effect. Sloman and Lagnado (2015) suggested that causal 

asymmetry may arise from a form of mental simulation. Since going backwards from an effect to 

a cause goes against the time dependent order of a simulation, it is difficult for people to reason 

backwards through time. Similarly Tversky and Kahneman (1974) demonstrated a similar 

notion, that people easily make judgments about the likelihood of effects given causes, but have 

much more difficulty reasoning backwards to a cause given an effect. This feed forward 

simulative ability may explain why people have such difficulty reasoning backwards. For 
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example people attribute causal attributions to correlations in news headings, such as, chocolate 

may make you smarter given the relation between chocolate consumption and nobel prizes. The 

difficulty in reasoning backwards to other alternative causes makes people susceptible to 

believing spurious correlations. Fernbach, Darlow, & Sloman (2011) were also able to 

demonstrate the influence of suggested causes, like those in a newspaper. When people are 

presented with a weak cause for the outcome of an event, they rate the event as less likely to 

come about than they do when they aren’t given any causes. The weak cause appears to take over 

and other possible alternatives are not considered. This research suggest that people are doing 

more than relying on dependences, and that mental simulations may play an important role in 

causal reasoning. Asymmetry helps people simulate causes to effects, but mental simulations do 

not run backwards. Though people can reason backwards, it’s likely to involve different 

cognitive processes than those normally used to reason about everyday causality.  

  A major assumption of Bayes nets is the Markov property. If a causal chain exists, and a 

node in the middle of the chain has a known value, then the causes earlier in the chain become 

independent of the final effect. As Sloman and Lagnado (2015) describe in simple causal chain 

A→B→C, that the P(C=high | A=high, B=high) should equal P(C=high | A=low, B=high) 

because A is now independent of C. They further note that there have been numerous studies 

demonstrating that people violate the Markov property. Furthermore Park and Sloman (2013) 

demonstrated that some of these violations may be due to extra knowledge that participants bring 

into studies. When given simple causal relationships in an experiment, the experimenter may not 

be considering the extra or hidden variables that participants add into their narrative or 

mechanistic understanding of the cover story. They note the importance of mechanistic 

knowledge and temporal information that people bring to reasoning tasks and causal predictions. 
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It could be that people elaborate causal stories and add mechanisms when constructing a mental 

model, and in some cases the Markov property holds as expected, and sometimes it is violated 

due to modified mental models. Park and Sloman (2013) concluded that structural probabilistic 

information is not enough to account for human reasoning, and people do conform to the Markov 

property particularly if one takes into account mechanistic knowledge.  

 A final difficulty Bayes nets have in explaining human causal reasoning concerns the 

well-defined details of events or objects that exist in a network. People do not represent 

mechanisms in full detail, for example my knowledge of how a toilet works is based on a causal 

link between some sort of lever being depressed so that the desired outcome of flushing occurs. 

There are further mechanisms, but my knowledge of them is vague. In fact many people have 

such vague understandings of many causal mechanisms, so much so that many people believe 

they understand how things work even when the underlying mechanisms are unknown 

(Rozenblit & Keil, 2002). Bayes nets are capable of explaining this to some degree through the 

use of hierarchical Bayesian models (Griffiths & Tenenbaum, 2009). This allows for one to 

abstract out the details of underlying mechanism with an understanding that abstractions can be 

fleshed out into more details. I may not know the inner workings of a toilet, but it would be 

possible to break my working abstraction into more detailed mechanisms. Sloman and Lagnado 

(2015) point out there are still limitations in that people often reason through black boxes that 

signal that mechanistic details are missing, but people do not bother trying to unpack them and 

delegated that knowledge to experts. This is yet another characteristic of human causal reasoning 

that is not currently captured in Bayes nets.  
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Conclusion 

 It’s clear that people represent causality in some shape or form. It appears to have some 

evidence of being partially built into our perceptual judgments, and people easily make causal 

attributions and inferences naturally in thought and in language. Children are also sensitive to 

causal structure. Causal reasoning though has some complications, it appears that it may involve 

some sort of simulative reasoning with a strong preference for mechanism, narratives, and time. 

Reasoning backwards outside of times arrow also seems to require some extra cognitive ability 

or the use of external tools for it isn’t very natural for people to accomplish. All of these reasons 

point to Bayesian networks as having definite limitations as an explanation of human reasoning. 

Bayesian networks are a great normative standard for representing causality in systems, and 

interventions with many real world applications such as medical diagnosis. While all great, they 

still do not fully account for how people reason even if the models are flexible enough to fit the 

data. A calculator may be a great tool, but there still developments needed to have a more clear 

understanding of cognition. The story is not yet complete and future efforts should be made 

towards finding extensions of current theories or new formalizations to explain how people 

reason about causality.  
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