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Introduction 

The following will describe the design and development of a learning module for an 

introductory research methods course. This e-learning unit will focus on cause-and-effect 

relationships in experimental settings, as well as the relation between causal claims and 

research design. The required skills and concepts in this module are notoriously difficult for 

students to learn and are often at odds with intuition. The material emphasizes problems that 

focus on the accuracy and strength of causal inference through considerations of threats to 

internal and external validity. These are core skills for understanding the scientific process as 

well as the ability to critically assess claims in everyday life. For example, people who can think 

critically about and weigh evidence are empowered to make better decisions for themselves 

and as citizens. This module aims to provide a solid foundation, upon which students may 

develop more specialized scientific reasoning and skills. 

The intended learners in this module are undergraduate or graduate students taking an 

introductory research methods course. The modules are supplemental to a full course and are 

meant to be completed at home in an asynchronous fashion. The central skills targeted in this 

module concern issues of assessing cause and effect relationships. Learners should be able to 

recognize basic criteria of causal claims such as time, alternative causes, and the nature of 

correlation and causation. As this module is likely not the first module in a full course, there are 

some assumptions about learners’ prior knowledge. In this particular module, learners will 

spend most of their efforts evaluating descriptions of experiments for threats to internal and 

external validity rather than basic definitions and concepts. Students must also provide 

explanations and justifications for their categorical responses of violation type. What makes this 
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approach novel is that typically materials focus on memorizing terminology. This does not 

provide students with practice for analyzing design descriptions in a variety of contexts. 

Providing students with sufficient practice on analysis tasks in multiple contexts with justified 

answers is ideally situated in an e-learning medium. The following outlines the design and 

development process of this module.   

Towards an Initial Instructional Design 
 
 

1.1 Narrowing Down the Learning Goals 
 

The first step in developing the current instructional design was to identify a set of 

learning goals that are appropriate for the target topic area. In this case, the intended topic is 

notoriously difficult for students and functional competencies can be hard to describe.  It was 

therefore determined that the initial learning goals would be based on content introduced in 

experimental design and validity sections of research method textbooks. An initial review of 

textbooks generated an exhaustive set of topics and this served as the foundation for initial 

decisions - in particular, narrowing the focus to issues of causation in experimental design.  The 

initial list of topics was too broad in scope and also included too much detail within individual 

knowledge components and would thus need to be revised. 

The goals in Table 1 reflect a revised set of objectives, derived from the initial exhaustive 

list. It was difficult to decide the level of depth for certain knowledge  
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Table 1 
 

Cognitive Metacognitive 

Concepts (Declarative) C1: Define Variables[5] 
C2: Variable Type (quantitative, qualitative)[5] 
C3: Identify independent and dependent variables[5] 
C4: Variables can have relationships[5] 
C5: Principles of causation[3][5] 

C5.1 Temporal Precedence 
C5.2 Covariation 
C5.3 No Alternative explanations 

C6: Distinguish descriptive, relational, causal studies[3] 
C7: Random assignment[5][6] 
C8: Common Threats to internal validity (selection bias)[1][3] 

C8.1 History Threat 
C8.2 Maturation Threat 
C8.3 Testing Threat 
C8.4 Instrumentation Threat 
C8.5 Mortality Threat  
C8.6 Regression Threat 

C9: Define External Validity[3] 
C9.1 Similarity between settings 
C9.2 Similarity between places 
C9.3 Similarity between groups 
C9.4 Similarity between time 

CM1: 
Reflection on 
knowledge of 
design 
decisions[5] 
 
CM2: 
Awareness of 
personal 
biases[2] 

Skills (Procedural) P1: Find Independent and dependent variables 
P2: Assess whether primary causal principles are present 
P3: Evaluate studies to find common threats to internal 
validity 
P4: Evaluate generalizability of studies 
P5: Generate potential threats to internal validity in 
studies 
P6: Generate potential threats to external validity in 
studies 
P7: Generate potential internal or external threats 
without instructional scaffolding 

PM1: 
Analytical[5] 
 
PM2: Detail 
oriented 

Dispositions/Attitudes D1: Skepticism[5] 
D2: Curiosity[5] 

DM1: 
Understanding 
when to apply 
methods to 
everyday life[5] 
 

[1] Professor Ken Koedinger, CMU  [2] Dr. Sarah Forster, Pittsburgh VA  [3] Research Methods: The essential knowledge base 
[4] Hutchins, E. (2005). Material anchors for conceptual blends. Journal of pragmatics, 37(10), 1555-1577. [5] Personal expertise 
 [6]Angrist, J. D., & Pischke, J. S. (2014). Mastering'metrics: the path from cause to effect. Princeton University Press. 
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components, that is, whether they should be further broken down into sub-components. It was 

also attractive to build rationale for considerations in experimental design that would truly 

foster a deeper level of understanding and a sustained improvement in scientific 

literacy.  However, it was difficult to achieve this task without introducing complex 

philosophical content regarding the fundamental nature of causality.  It took several iterations 

to arrive at this insight.  Ultimately, however, I was able to see that a module does not need to 

develop a deep rationale for every component in order to be valuable. This clarified the final 

focus for the project:  recognizing that students can perform and recognize threats to validity 

without requiring a deep and nuanced understanding of causality. This focus was also brought 

to light by two discussions with experts (Dr. Koedinger & Dr. Forster) regarding causality in 

experimental design.  It was subsequently determined that KCs would reflect the primary task 

of identifying, explaining, and categorizing common threats to validity, as well as specific 

contexts and features that may warrant additional scrutiny. While relatively straight-forward in 

some respects, this is still a very difficult task for most students and presents a worthy set of 

initial goals to work towards through instructional design. 

1.2 Initial Assessment Design 

The initial assessment was an attempt to generate questions that covered a large 

portion of the goals in Table 1. It was likely that not all of these goals would remain, but it was 

an attempt to focus on which types of questions might be easy, difficult, or surprising. The full 

set of questions and results of the assessment can be found in Appendix A. One major problem 

with the assessment was that the participants had either little to no prior knowledge of the 

topic. This was understandably a difficult test but it is also possible that participants struggled 
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with the frequent use of jargon in questions. For example, having not been exposed to common 

terms for threats to internal validity, the participants missed many of these questions. 

Interestingly, some questions may have been possible to solve without knowing specific terms 

(e.g., using context clues), but these also demonstrated that the participants had general 

misconceptions about causality and threats to validity. For example, in the question: 

·         “We hear a lot of talk that families are not close any more. Well, that is not true. A study just released showed 
that most people live within 20 miles of their immediate family.” 
 
Most participants argued that the direction of causality was unclear.  However, none of the 

participants noted that the variables in the study may not be appropriate to inform conclusions 

about the initial research question.  Similarly, in questions like: 

·         “I started eating a bran muffin and my cholesterol level dropped. It must be because of the bran,” 

Participants noted other problems, but most did not identify that there were possible 

confounding variables. 

While these assessments may point at deep issues, I was reluctant to take too much 

away from them since the participants did not have prerequisite knowledge. It did help point 

out the difficulty in causal questions - in particular, that it would be important to create content 

probing conceptual understanding rather than rote memorization of jargon. With that in mind I 

decided to focus the rest of the project on the variable constant categories of internal and 

external validity, rather than simply defining terminology. I do assume that the module will 

have some form of pretraining to address definitions and other necessary training, but it is not 

the focus here. From these results, a new smaller goal set (table 2) was chosen to focus on 

these issues for instructional design, as they are more important than definitions. 
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Table 2 
 

 
Cognitive Metacognitive 

Concepts 
(Declarative) 

C5: Principles of causation[3][5] 
C8: Common Threats to internal validity 
(selection bias)[1][3] 
C9: Define External Validity[3] 

CM1: Reflection on knowledge of 
design decisions[5] 
 

Skills (Procedural) P2: Assess whether primary causal 
principles are present 
P3: Evaluate studies to find common 
threats to internal validity 
P4: Evaluate generalizability of studies 
 

PM1: Analytical[5] 

Dispositions/Attitudes D1: Skepticism[5] 
D2: Curiosity[5] 

 

 
 
 

1.3 Insights from Expert CTA 1 

Participants 
Dr. Sarah Forster Post-Doc Veterans Affairs 
Dr. Dan Yurovsky Assistant Professor Psychology University Chicago 
 
Given the previous goals and assessments, experts were asked to assess research statements 

that contained validity threats. Due to the length of time discussing each question, only two 

questions were given, for example: 

• A researcher is interested in the relationship between playing video games and aggressive behavior. She 
asked high school students how many hours a week they play violent games. She then asked the teacher 
to rate their aggressiveness in class. She found a strong relationship. Children who play violent games for 
many hours a week also show more aggressive behavior. She claims then that playing video games causes 
aggressive behavior. 

When given this or similar questions, both experts noted working from a type of prototype, or 

at least a basic abstract structure with missing features. As one expert noted, "Hmmm, there 

are some glaring problems that really stand out immediately but I think what I am doing is sort 

of instantly generating an idea about a more-or-less ideal design to tackle the research 
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question. Then I can compare the description to that ideal design to find the problem areas 

easily." As they read problems they start filling out the structure, but additionally consider what 

any given information might mean or what additional information they might need in order to 

thoroughly vet the claim. For example, upon reading a statement that a group in one study only 

included those who had demonstrated poor performance on a test, one expert noted that this 

was not inherently bad. They took an approach similar to a production rule that IF this is the 

case, THEN they require more information and it must be apparent in the question. In this case 

the IF led the expert to wonder if they are going to make any claims that will be 

overgeneralized and they skipped around for this information. If there is no such statement, 

then everything is okay and the scan continues. One expert noted that he just parses the lines 

and when something sounds worrisome, then it sets an alert to search for more information to 

appease or conflict with the problem. So, it might be something akin to a serial search reading 

line by line until a violation warning comes from a particularly troublesome description. This 

leads to a search through the text for a resolution, but this search in turn can lead to noticing 

other violations. Another interesting point is that common violations weren’t necessarily 

viewed as violations unless it contradicts the claim. I had forgotten to put a claim at the end of 

an example and one expert while reading may have picked up some violations but concluded 

that no claim was made and so it didn’t really matter what the researcher in the story did. The 

claim, along with a few key features, seem to be of a higher priority when experts evaluate a 

design.  Importantly, the claim may help the expert structure his/her search for insufficient 

information and design flaws. 
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        The expert CTAs provided some additional insights regarding the search for additional 

information when a possible violation or design flaw has been noticed. If the information isn’t 

given directly, then it is hard to assess what has occurred. The next plan was a follow up 

interview to try and structure the problem space so that the experts did not jump around in the 

problems as much. The idea would be to give them a simple claim and ask for more 

information. The idea is that someone claims something and you need to ask a series of 

questions to find out if there are any issues. I was curious about what they would look for, and 

if they would prioritize certain concepts over others and insight into the additional information 

they look for in order to clarify a design. I thought that maybe I could reverse engineer their 

knowledge and approach by giving very open-ended claims. A big issue with any research 

design question is that there will inherently be information missing. It would be unruly to try 

and state everything that was done in a study in order to assess whether it was okay. In fact, 

even if I specified experiments in great detail there are still criticisms that could be made about 

potential design flaws if the prompt is for flaws. This lead to the more open-ended questions of 

a second set of interviews. 

1.4 Insights from Expert CTA 2 

Participants 
Dr. Sarah Forster Post-Doc Veterans Affairs 
Dr. Chris Harshaw Research Scientist Indiana University 
 
I began by giving experts very open ended questions such as: 

·         Dr. Joe has tested a new medicine and found that it helps alleviate some symptom. 
 
I then tried to ask experts what information they would like next, and try to follow the path 

they might use to construct and gather the information needed to assess a claim. This very 
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quickly turned out to be more difficult than anticipated, especially if the questions are of a 

medical nature. One expert started bringing up issues and threats very particular to the medical 

field. I tried switching to much simpler behavioral psychology experiment, but the expert 

response was to highlight the difficulty in the infinite space of potential problems and 

peculiarities dependent on the field and context of the statement. While this line of inquiry did 

not unfold as planned, the discussion with experts overall led to useful insights for the 

instructional design. Instead of trying to map a complex problem space, the problems I give to 

the learners should be as they are in real life, that is, with missing information. After reflecting 

on the experts’ thought process, the skill I thought would be most useful to impart to students 

would be the ability to identify potential flaws and missing information. While there is an 

enormous amount of ways an experimental design could be flawed, there are common 

problems and themes that students should be able to identify and explain.  The ability to 

spontaneously recognize these threats to validity in ambiguous (or even misleading) study 

descriptions is of value to students as fledgling scientists and as consumers of science.  While 

the second interview did not provide new depth of knowledge regarding the expert thought 

process, it did serve to further clarify and constrain the project.  In combination with key 

insights from the first set of interviews, it was therefore possible to develop an improved set of 

specific problems, using the elements of the expert thought process that appeared to be the 

most valued and broadly useful. 
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Instructional Design Development 

2.1 Low Fidelity Prototype 

Expert insights significantly influenced the design of the examples and practice activities 

available to learners. The initial design focused on the primary knowledge components, which 

were of the variable constant type with rationale. The key was to build effective learning 

through induction and refinement to capture key category features and verbalize why those 

categories, such as a particular internal threat, apply to this situation in variety of contexts. The 

design of these problem types represents a major improvement over teaching as usual. 

Typically texts and online modules focus on terminology rather than the conditions that create 

violations and the rationale for safeguarding against these conditions. Further, the focus on 

terminology often gives rise to simple multiple-choice questions with answers that can easily be 

guessed given the context of name of a term. In my initial assessment, some questions were 

taken directly from a related OLI module on this topic and students did fairly well on these 

items - even prior to reviewing module materials.  More importantly, conventional teaching 

approaches provide scant opportunities for practice which, in turn, means that students engage 

with concepts within a very limited set of contexts. Conceptual abstraction and practice in 

varied contexts are prerequisites for learning the complex and nuanced concepts relevant to 

research design, and yet conventional instruction does not reflect this. As one expert noted in 

their teaching, “I try to make it obvious what the issue is and then get students to tell me why 

it’s an issue rather than just spotting the issue. I think they might need to understand why those 

things are bad.” A major insight from the expert CTAs was that the infinite variety of cases and 
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subtle cues can lead to a high level of generative processing but is also likely to give rise to 

significant extraneous processing. Consequently, it was necessary to provide sufficient structure 

to scaffold the learner insights that would be most productive.   

A number of considerations were taken into account from key literature and design 

principles, as well as the insights from the expert CTA, in order to specifically target novice 

learners. The sequence of events experienced by learners is visualized in figure 1. The figure 

visualizes the common e-learning design principles that are supported by for this type of 

knowledge in the context of a single lesson. Ultimately, the lessons would be part of a larger 

module and the learner experience of navigating this content would be highly controlled.  For 

example, students would be required to view prerequisite material before continuing on and 

mastery learning through practice would be necessary prior to opening up new concepts in the 

module. It is assumed that before these lessons, some form of pretraining occurs, as research 

shows it useful for defining initial terminology and basic concepts. 

Short Videos or 
Animations

Expert Modeled 
Worked Examples

+
Practice & Feedback

Mixed Practice with 
Feedback Mistakes? Mastery? Next Lesson

YES

NO

NO

YES

Review?YES

NO

Segmenting

Segmenting
Multimedia Principles

Knowledge Tracing

More 
Examples? NO

YES

 

Figure 1. Flow of learning through a lesson with design principles in red. 

 

Each lesson begins with a focused video or animated slides that demonstrate important 

concepts. Common multimedia principles are applied to these slides or videos such that the 
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graphics are appropriate and contiguity, modality, redundancy and coherence principles are 

applied for clear transmission of information in ways that reduce extraneous and increase 

generative processing. While important, multimedia principles were not the focus of this 

design. Lessons are immediately followed by expert worked examples (figure 2). The original 

design prototype simply placed them next to the video and they were described in text. 

Worked examples in this way were directly inspired by the CTA. Experts can readily pick out 

features and explanations in designs that may have issues, and research shows that this can 

improve novices learning of the categories. Learners then practice with worked examples 

gradually building their skills until they are ready for non-scaffolded practice.  

 

Figure 2. Low fidelity prototype of expert modeling realistic problems next to video lesson 

 

The non-scaffolded practice section was key to the design. It asks the learners four separate 

multiple choice questions that target terminology, as well as explanations to build toward 
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understanding and application (figure 3). Including rationales was the key take-away from 

expert CTAs, and the multiple-choice questions reduce the extraneous load on the learners. 

 

Figure 3. Low fidelity prototyping of the four multiple-choice questions students are asked to 

answer while reviewing a research design statement.  

 

2.2 Low Fidelity Prototyping Insights 

The prototyping session pointed to a number of navigational and clarity issues. I imagine 

that was more the fault of the low fidelity of the prototype. Sequencing ideas were addressed 

in that it might help to watch a video, prompt a scenario, ask the students what they think, 

show what an expert says, and compare and reflect. Essentially, the user suggested that 

guessing and comparing with experts would be helpful. Some of the questions in figure 3 were 

also noted to be unclear or unexpected. Specifically, there was confusion about the usage of 

the words “threat” and “validity.” For example, the user noted, “This question mentions causal 

violations, but I think this is a broader topic and you mean something more specific, otherwise 

internal and causal can be the same answer.” The most impactful insight for design was that 

the user noted the possibility of adding a new type of question. They noted, “Why not asking 



16 | P a g e  
 

what could Dr. X do differently. So, for example, ask Dr. X what he did about the Prozac issue, or 

a list of things he could have done and ask people which one helps rule out the best approach.” 

This was particularly insightful because it mirrors the task and considerations of experts in the 

field and could be a unique feature for this module.  

2.3 High Fidelity Prototyping Insights and Final Design 

        Feedback from the first prototyping session led to a number of changes and additions to 

the question types. A high-fidelity prototype was created for better flow and navigation and it 

was suggested that a tutorial might be useful for learning basic navigation. Worked examples 

and early practice with feedback were separated from instructional segments in order to 

provide sufficient space to develop them more fully. This allowed implementation of 

embodiment principles into the expert modeled worked examples. Specifically, images of 

researchers are used with speech to provide explanations of issues and terminology. This is 

followed by an example of the new question type, in which the expert questions the researcher 

in the prompt about whether they accounted for the issue at hand. The researcher responds 

and the expert explains further why or why not that was an adequate solution (figure 4). 

Further testing showed very positive reactions towards the use of images depicting real people 

to guide users through problems, as supported by basic e-learning principles in these types of 

tasks. A user noted, “I’m surprised how framing it in this social interaction makes it very 

memorable and helps. I like it a lot!” This additional testing and the in-class poster session led 

to insights that a “guess and check” with the experts could be included in the expert modeling 

session. While the prompts are not clear in the prototype, I intend to improve upon this 

feature.  
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 Figure 4. After reviewing a design prompt an expert explains their thinking process and begins 

a dialog with the researcher to check if they accounted for a potential design issue.  
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The final prototype improved on the practice sessions in a number of ways. Question types that 

didn’t make sense in the first prototype session were removed and a greater focus was placed 

on question types noted as useful by experts, as they promote a more genuine experience that 

better emulates scientific practice. Additionally, the order of the questions was rearranged such 

that the explanation of the threat occurs before asking for the terminology. An expert 

reviewing the prototype noted, “I like that is allows you to conceptually identify the issue rather 

than jargon from the beginning, if you don’t remember what it is called you can try and analyze 

it. It supports you in trying to analyze the problem, even if you don’t know what it is called. I 

don’t even know this terminology or use it in the professional world, and this is less intimidating. 

The conceptual is more important than slapping a label on it.” After the explanation and 

terminology, the unique question type that was developed through earlier iterations of the 

project is presented. This question states that you have asked the researcher whether they 

have accounted for this issue in their design. A multiple-choice prompt appears and the learner 

has to choose which, if any, of the explanations best address the design flaw. On this point an 

expert noted, “It asks you to think about it from a different angle. This is missing from 

experimental methods training. It’s not that there is a threat or a confound and you need to 

throw out the entire design, in actuality this type of issue is constant in practice. You’re always 

trying to think of creative ways to deal with it. This question type is a very important, 

underrepresented skill in science that you only learn currently through trial and error. In the real 

world, this happens a lot, the need to think of creative solutions and account for and mitigate 

these risks. I don’t remember learning anything like this in class, but this is what I think about 

more in accounting for these problems and thinking ahead for your design so you can get papers 
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published.” In addition to this unique problem type, research also shows that comparing 

problems to each other is useful for helping students learn the deep features that make these 

threat categories. A final question type was added that asks students to compare the study 

design they have considered in the previous three questions and to choose which of a small set 

of new designs (with a different context and research question), also contains the same type of 

issue (figure 5). A few final useful suggestions from prototyping were to clearly segment 

sections into as brief of videos as possible as a user notes, “Like when reviewing for tests, it’s 

been a while, and you get panicky if the information is not readily there. I don’t’ want to waste 

my time searching all of these videos.” This is addressed at least in theory by applying the 

segmentation principle. Given that the current version is still a prototype, it is not yet clear 

exactly where this segmenting will take place.  
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Figure 5. The four types of multiple-choice questions asked for each design statement. They 

appear sequentially and feedback is provided.  
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Research and Reflections 

3.1 Research 

Threats to validity are an abstract concept in that there are underlying features that 

determine the presence of a threat rather than the surface features of research designs. It is 

common that students focus on irrelevant surface features and are challenged by learning the 

underlying structure (Bassok & Holyoak, 1989). This hypothetical study will examine the 

effectiveness of variation in concrete examples to address this problem in learning. The 

hypothesis is that studying highly diverse examples of causal threats may lead to greater and 

further transfer. This serves to complement other common approaches for learning deeper 

structure such as comparing examples (Gentner, Loewenstein  & Thompson, 2003) which is 

present in our instructional design, but will not be manipulated in this study. Previous studies 

that vary examples have been met with varying success. In general, a lack of variation may lead 

to problems where superficial features become a part of the conceptual structure (Chang, 

Koedinger, & Lovett, 2003). Variation provides a means of highlighting shared structure. On the 

other hand, it is commonly noted that variation may increase cognitive load and leads to 

learning difficulties (Paas & Van Merrienboer, 1994). Additionally in some circumstances 

superficial similarity can sometimes promote transfer (Gentner, 2010). Prior knowledge is 

additionally a major factor that may influence learning under varied or similar conditions (Chi, 

Feltovich, & Glaser, 1981). There are mixed findings here as well with most studies reporting 

that variation benefits high prior knowledge (Rittle-Johnson, Star, & Durkin, 2009), and a few 

studies that support variation for novices (Day, Goldstone, & Hills, 2010).  The present study will 

address these issues within the context of learning common threats to validity in experimental 
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design questions. It will examine the effects of variation of examples and prior knowledge on 

learning the concepts. 

Method 

Participants 

An expected 150 undergraduate students from X university will participate in this study for 

credit. Participants reported their prior experience with the list of concepts. 75 participants 

were randomly assigned to the varied examples condition and 75 participants to the similar 

examples condition. Training conditions will ideally not differ as a function of prior experience, 

and this can be verified following random assignment. 

Materials 

Training problems (such as those described as practice problems in the learning module) will be 

used during the experiment. Each question describes a scenario and provides a number of 

follow up questions in sequence. All questions are multiple choice. First students must answer a 

question regarding an explanation of the potential threat in the scenario. Then they must 

define the threat followed by a question about how a scientist may have accounted for the 

threat, and finally a problem comparing the current problem to scenarios that may or may not 

share the same threat. The specific examples have yet to be chosen for this study.  

Procedure 

Low prior knowledge participants will receive a brief pretraining exercise to familiarize 

themselves with the problems and prerequisite knowledge. High knowledge participants will 

receive a similar task on an unrelated topic. The participants will then complete a pretest and 

will be familiarized with the learning environment. After completing training a post-test is 
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administered in a similar manner to the pretest.  Accuracy on trained and untrained contexts 

will be scored. 

Expected Results 

I predict that varied examples will benefit learners with high prior knowledge over low prior 

knowledge and an interaction between knowledge and variation will be identified. If prior 

knowledge matters in this way, we may wish to use knowledge tracing to predict current 

knowledge and scaffold the program to introduce variance in relation to the level of knowledge. 

Alternatively, if variation benefits novices than we should include it from the outset. Variations 

in blocked versus interleaved variation is possible but will not be examined. 

 

3.2 Project Reflections 

What are the key lessons you learned? 

A key lesson was simply going through the design process itself with its ups, downs, confusions, 

and revelations. Before METALS I had never quite gone through a similar process and it was 

useful to take some ideas from start to finish. It was great to learn to grapple with the 

complexities of design projects, as well as learn how to conduct design research and perform 

interviews. I didn’t perform perfectly, but it was a great start. I hope to continue increasing my 

skillset! Then of course the principles themselves were a key lesson. Understanding them, the 

research, when to apply, how to apply, and the appropriate conditions. I feel now that I have a 

good grasp on what makes an effective learning environment for particular goals given our 

current understanding. 
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What challenges did you face, how did you overcome them and/or why do some remain? 

Hands down the number one challenge for this project and all other projects this 

semester was not having enough time. Whenever a challenging issue arose it was frustrating 

and anxiety inducing to not have enough time to address the issue. The METALS workload 

leaves very little space for thinking about problems. In general, if one is thinking about things 

instead of constantly executing, then it’s likely they are going to get behind. The frustration is 

when you NEED to think something through and you simply can’t afford the time. This was 

overcome to some extent as my time management skills greatly increased throughout this 

semester. I’ve never been asked to do so much in such little time and I adapted accordingly. 

This should help the next semester run a lot more smoothly. 

In relation to the project more specifically, scope was very difficult to deal with. It’s easy 

to overdo it and constantly try to get at the very root of KCs that you think people REALLY need 

to understand. The next thing you know you’re teaching a philosophy class about the nature of 

reality! By doing the project, I eventually overcame this and rationale to myself that the goals 

can be more modest. Not only can they be modest, extreme depth even with a few concepts 

isn’t always better. While a domain may be complex, you don’t always need people to 

understand the rationale behind every single knowledge component and how everything fits 

together. Sometimes it’s just more useful if students can recognize categories. 

        I had never taken part in design courses or design research before this semester. 

Unsurprisingly my initial attempts and process were sloppy. I also wasn’t used to making my 

process public. It was definitely easier at times especially under our crazy time constraints to 

just do it and not put too much time in documenting it. There just wasn’t time to document 
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sometimes. Design methods, research, and procedures are still going to be a challenge. I’m glad 

to have gotten my feet wet and I hope to continue improving these skills. 

What are your next steps, either with respect to this project if you plan to continue it, or with 

respect to other projects that could benefit from this approach? 

I like the general design I came up with for this project. I think it could be valuable as a 

starting prototype for multiple learning environments if they involve this complex category 

learning in general, not just this particular topic. On the other hand, the unique question types 

that came out of the expert research make me wonder how well this module might work in 

practice for this domain. I think it could be beneficial and experts agreed. I would like to see it 

continued, but even if it weren’t as mentioned, the general approach overall seems useful for a 

number of different domains. I wouldn’t be surprised if this template continues on and 

develops more in later projects. Finally, another addition I would like to include as in most of 

my projects is the addition of forgetting in predictions of student mastery. The general idea is 

that the module predicts when students may have forgotten particular concepts and suggests 

relevant practice activities or review of lessons.   

The next time you have an opportunity to begin a new project, how do you plan to proceed 

differently? 

        The early stages of this project were difficult for me and many of the other students 

because of issues with project scope. I think by having done this it is much easier to note what 

is a reasonable project in a given time frame. Narrowing that down will be much faster in the 

future. I don’t have a design background and I wasn’t accustomed to such detailed 

documentation of process work. This was an issue in a number of my classes early on. I have 
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definitely improved my documentation and organizational skills and that will help when starting 

new projects. For example, the early interviews with experts weren’t well documented and I 

only have a few statements and so they weren’t covered well with quotes. Later interviews 

were captured much more thoroughly and organized. Speaking of interviews, they are tricky 

and I’ve gotten better, but in the future, I think I will read more on the details of the practice of 

contextual inquiry and CTA so that I can be thorough and organized rather than the bumbling 

first attempts during this project. In general data collection was performed and documented 

poorly. I’m experienced with data collection in cognitive-behavioral experimental settings and 

didn’t quite realize these skills wouldn’t transfer and that I would be less careful in my new and 

novice role doing design research. 
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Appendix A – Assessment Questions and Data 
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